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Intro to the team: Pulkit Grover

• Brain is an information processing system.
(see “Efficient Coding Hypothesis”; also, e.g. of Barlow, Bialek, Ganguli).

• PhD/postdoc work on fundamental limits on info processing (info friction, enc/dec)

• A counterexample with Praveen, and discussions with neuroengineers
• Found mentors at CMU/Pitt (Behrmann, Kelly, Chamanzar, Kainerstorfer, Richardson)

• Information channel b/w noninvasive sensing/stimulation modality & brain
[Proc. of IEEE’17][IEEE TBME’19][Nat. Sci Rep.’17][IEEE NER’19][ISIT’18][ISIT’19][BioCAS’18]…

• Working with experimentalists (human and animal labs): 
• Noninvasive human neural sensing lab (with Behrmann/Kelly). 

• Rodents live brain slice lab, and in vivo lab (w Chamanzar/Weber)

• A good pipeline! Slice ➛ in vivo rodents ➛monkeys ➛ humans
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Intro to the team: Praveen Venkatesh

• Recently completed PhD thesis, advised by Pulkit: 
“Information Flow in Neural Circuits”

• Now Scientist at the Allen Institute, working (in part) on 
validating information-theoretic models in neuroscience

• Broadly interested in intersections of information theory, 
neuroscience and AI

• Has worked / is working on:
• New information measures for Information Flow
• Granger causality
• Fundamental Limits of EEG source localization
• Partial Information Decomposition
• Fairness in AI



Introductions: Gabe

• Completed PhD with Todd in 2019 developing information 
theoretic measures and estimators of causal effects

• Currently a research affiliate at MIT projects include tracking 
stages of unconsciousness during anesthesia, closed loop 
control of drug delivery, and estimating partial information 
decompositions

• Starting as a Senior Development Engineer at Alimetry in the 
fall



Introductions: Todd

• PhD in EECS in information theory from MIT under Muriel Medard
• Postdoctoral studies in neuroscience at MIT under Emery Brown
• Previous faculty stints at UIUC and UCSD, currently at Stanford
• Research interests involve applied probability, optimal transport 

theory, causal inference and their applications to neuroscience
• Relevant accomplishments:
• Use of feedback information theory for brain-machine interfaces
• Led nation’s first NSF IGERT training grant on neuro-engineering
• Has developed technologies for non-invasive electrophysiologic monitoring of 

central, autonomic, and visceral nervous system



The goals of this tutorial

• How neuroscience/neuroengineering can inspire new IT, and vice version

• Info theorists wear many hats
• Measures of information, fundamental limits + strategies, data-science/SP, engineers

• Most information theorists wear many of these hats

• All of these hats have utility in neuro

• Don’t want to touch data or experiments or devices? You can still contribute positively
• Tons of new questions and need for answers

• Be prepared to learn something new!
• Almost always more fun with experiments and real data

• Already a long history of IT influencing neuroscience and vice versa

• Now is the time to be involved!



Why now is the time

• Neuroengineering/neural inference are 
now where wireless comm was in 90s

• Need new theoretical, SP tools, 
models, for understanding how neural 
mechanisms translate to behavior

(Jonas and Kording, PLoS Comp Bio 2015; 
Gao and Ganguli, Curr Op in Neurobiol 2015)

• In neural engineering: 1990s are going 
on, but 1948 hasn’t happened.

• Massive opportunity for us to lay a 
similar foundation for how to sense, 
stimulate, and infer from the brain

(Urai et al., arXiv 2021)

(orig. Stevenson and Kording, Nature Neuroscience, 2011)

Total # of neurons
in species



Academia and industry are both excited



3 motivating applications
• Inferring encoding/representation of 

information in the brain

• Noninvasive inference of neural 
sources, silences, and waves

• Closing the loop: brain stimulation



Application 1: Inferring 
encoding/representation 
of information

Helps understand healthy brain function

Can help understand and cure disorders.



Neuroscience background

• Brain consists of neurons (which are thought 
to be the predominant cells involved in 
computation and communication)

• Other cells (e.g. glial cells) not discussed so 
much in literature except in specific contexts: 
they have much slower dynamics

• Neurons are connected to each other via 
axons/dendrites and communicate via 
electrical pulses (called action potentials)

• Numbers (human brain):
• ~80 billion neurons

• ~100 trillion synapses (connections between 
neurons) (Source: NIH, via Wikipedia)



Fun circuits 1: Auditory localization

• How do you know where a sound is coming 
from?

• Inter-aural time differences

• Debate between rate vs. timing-code: this is an 
example where a timing code is required

• Action potential (pulse) width = 1ms

• Max delay between ears = 0.2m / 330m/s = 0.6ms!

(Source: Wikipedia, Sound Localization)(Jeffress, J. Comp. Physiol. Psychol. 1948)
(Ashida and Carr, Curr. Op. Neurobiol. 2011)

Highly simplified!



Fun circuits 1: Auditory localization
How does the brain compute and encode this time difference?

(Source: Carr and Konishi, PNAS 1988: “Axonal delay lines for 
time measurement in the owl's brainstem.”)

Left

Right

𝑡𝐿

𝑡𝐿

𝑡𝐿

𝑡𝐿
𝑡𝑅

𝑡𝑅 + Δ𝑡

𝑡𝑅 + 2Δ𝑡

𝑡𝑅 + 3Δ𝑡

⋮

Output = one-hot encoding 
of delay magnitude

“Coincidence 
detector”



Fun circuits 2: Location-encoding in grid cells

• Part A: “Population Coding”

• Firing rates of a group of neurons encode an angle
• Same coding scheme used in different settings: motor cortex, vision, grid cells, etc.

Each neuron

Fi
ri

n
g 

ra
te

Its “preferred 
direction”

Population of neurons

Each vector = 1 neuron
Magnitude = firing rate

Direction = preferred dirn

Net angle = weighted avg



Fun circuits 2: Location-encoding in grid cells
• Part B: Grid cells encode phase within a wavelength using a population code.

(Sreenivasan and Fiete,
Nat. Neuroscience 2011)

Organized into 
“modules”

Module’s activity gives us a prob.
distribution over location

Distributions’ peaks align at 
animal’s true location

(Hafting et al., Nature 2005; Moser et al., Ann. Rev. Neuroscience 2008, Fiete et al., J Neurosci 2008; Wei et al., 2015)

Grid cells encode 
spatial location

1D Model

More modules

⇕

Larger 
encodable 

range

Encoding hypotheses: (i) Bitwise encoding; (ii) Chinese remainder theorem



Neurotechnologies (in brief)

• Non-invasive (Lots of interest in multi-modal integration)
• EEG: fast, poor spatial resolution

• fMRI: slow, high spatial resolution

• NIRS

• Invasive
• ECoG (arrays on the cortical surface)

• Stereo-EEG (depth electrodes)

• Utah arrays, neuropixels, etc. (BCI/animals)

• Calcium imaging (animals)

• Interventions
• TDCS/TACS, TMS

• Optogenetics (animals)



Computational models

• Already seen a couple of examples, but want to give a sampling of more problems

• Models of neurons: Hodgkin-Huxley, all the way to artificial neural nets
• Do you care about dynamics of individual neurons or network effects where individual neurons 

are lost in the noise? What is more important for the system you are studying?

• Models of communication: spikes – arrival processes (Poisson, Poisson with varying 
rate, Hawkes, …)

• Larger scale: LFPs, “oscillations”: frequency division multiplexing – different brain 
areas might be communicating to each other at different frequencies

• Measuring amount of information flow: Granger causality, Directed info,
𝑀-info Flow

• Important to know what to keep and what to throw away in choosing a model 
(judgement must come through experience: good to have knowledgeable 
collaborators)



What do we mean by Information Flow?
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A “typical” experiment

Adapted from
Almeida et al., Cortex 2013

Visual
Cortex

Motor
Cortex

Object 
recognition

• Information is often about a stimulus
• Hypotheses are about info paths
• There may be feedback
• How does info representation evolve?

Hypothesis 1

Hypothesis 2

Stimulus
“Message”

(       vs.       )



GC may infer incorrect directions of flow in feedback networks

The 𝑀-information flow framework resolves this issue
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Related work: Granger Causality (GC)

(Venkatesh et al., IEEE Trans IT 2020)

(Venkatesh and Grover, Allerton 2015)
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A Computational Model of the Brain
• “Brain areas”

Region A

Region CRegion B
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A Computational Model of the Brain

𝑀: “Message” = stimulus
𝑋(𝐸𝑡): Transmission on edge 𝐸𝑡 at time 𝑡

• “Brain areas”

• Feedback communication

• Assume edges are measured

• 𝑋(𝐸0) is the transmission on 
the edge 𝐸0 at 𝑡 = 0

• Nodes compute functions:
𝑋(𝐸1) = 𝑓𝐴1 𝑋 𝐸0 , …

• Message (a.k.a. stimulus) 
arrives at and only at 𝑡 = 0

(Thompson, 1980: VLSI)
(Ahlswede et al., 2000: Network Info Theory)

(Peters et al., 2016: Causality)

𝐴0

𝐵0

𝐶0

𝑡 = 0

𝐴1

𝐵1

𝐶1

𝑡 = 1

𝐴2

𝐵2

𝐶2

𝑡 = 2

𝑀

𝑓(𝑀)

𝑋(𝐸1)𝑋(𝐸0)
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A Computational Model of the Brain

(Thompson, 1980: VLSI)
(Ahlswede et al., 2000: Network Info Theory)

(Peters et al., 2016: Causality)

𝐴0 𝐴1 𝐴2

𝐵0 𝐵1 𝐵2

𝑀

𝑓(𝑀)𝐶0 𝐶1 𝐶2

𝑋(𝐸0) 𝑋(𝐸1)

𝑡 = 0 𝑡 = 1 𝑡 = 2

Goal: Define info flow + track info path

• “Brain areas”

• Feedback communication

• Assume edges are measured

• 𝑋(𝐸0) is the transmission on 
the edge 𝐸0 at 𝑡 = 0

• Nodes compute functions:
𝑋(𝐸1) = 𝑓𝐴1 𝑋 𝐸0 , …

• Message (a.k.a. stimulus) 
arrives at and only at 𝑡 = 0



Candidate definition: Mutual information

𝐸𝑡 has information flow if 𝐼 𝑀; 𝑋 𝐸𝑡 > 0.

𝑀, 𝑍 ~ iid Ber(1/2)
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𝑀⊕𝑍 = 𝑀 xor 𝑍

How do we define Information Flow?

𝐼 𝑀;𝑀 ⊕ 𝑍 = 0

Synergy!

(Schneidman et al., 2003; Gat & Tishby, 1999)

Mutual information = 
measure of dependence

(Correlation++)



Candidate definition: Mutual information

𝐸𝑡 has information flow if 𝐼 𝑀; 𝑋 𝐸𝑡 > 0.
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How do we define Information Flow?

≻

𝐼 𝑀; 𝑋 𝐸𝑡 | 𝑋 𝐸𝑡
′

𝐼 𝑀; 𝑀 ⊕ 𝑍 𝑍 > 0

𝑀 𝑀⊕𝑍

0

1

0

1

1

0

1

1

0

1

0

1

𝑍

1

0

0

0

1

1

≠

≠
≠

Conditional
Mutual

Information
∼ Partial 

Correlation++



Information Flow: formal definition
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Definition [𝑀-Information Flow]:      (Venkatesh et al., IEEE Trans IT 2020)

An edge 𝐸𝑡 has information flow about 𝑀 if

∃ ℰ𝑡
′ ⊆ ℰ𝑡 s.t. 𝐼 𝑀; 𝑋 𝐸𝑡 | 𝑋 ℰ𝑡

′ > 0.
Subset of edges



Why is this a good definition?
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𝐴0 𝐴1 𝐴2

𝐵0 𝐵1 𝐵2

𝑀

𝑓 𝑀

𝑋(𝐸0) 𝑋(𝐸1)

𝑉0
𝑖𝑝

𝑉𝑡
𝑜𝑝

Information Path Theorem (Venkatesh, Dutta & Grover, IEEE Trans. IT 2020)

Transmissions of an “output” node 𝑉𝑡
𝑜𝑝

depend on 𝑀

There exists an 𝑀-information path leading from input to output.

If:

Then:
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Information Flow in ANNs

𝑋3𝑋2𝑋1

𝑀

𝑌

𝑌

Simulated toy dataset

New context:  Algorithmic fairness in Artificial Intelligence

Race (latent)

Features
True 

Labels

Predicted label

(unbiased)

Goal

𝑋2

𝑋1

𝑋3

𝐻1

𝐻2

𝐻3

𝑌

Train a neural net to predict
𝑌 from 𝑋, then remove bias

Estimate information flow of 𝑀 (race) 
Intervene to remove bias

“Statistical Parity”

Bias = 𝐼 𝑀; 𝑌

Accuracy = 𝐼 𝑌; 𝑌

𝑋3𝑋2𝑋1

(Dutta, Venkatesh et al. AAAI 2020; Dutta, Venkatesh et al. submitted; Venkatesh et al. in prep)

(Dwork et al. 2012)
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Does Information Flow Predict Interventional Effect?
(Venkatesh, et al., in prep)

Quantification:

Absolute weighted 𝑀-information flow

𝑤 𝐸𝑡 ⋅ max
ℰ𝑡
′ ⊆ ℰ𝑡

𝐼 𝑀; 𝑋 𝐸𝑡 | 𝑋 ℰ𝑡
′

Interventional Effect vs. Info Flow of Bias

C
h

an
ge

 in
 o

u
tp

u
t 

b
ia

s

Prune one edge at a time

Measure
info flow

about race

Measure
change in 

bias at 
output

Bias = 𝐼 𝑀; 𝑌

≈ Acc(𝑀 from 𝑌)

Magnitude of information flow 
predicts the effect of edge removal!
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Does Information Flow Predict Interventional Effect?
(Venkatesh, et al., in prep)

Quantification:

Absolute weighted 𝑀-information flow

𝑤 𝐸𝑡 ⋅ max
ℰ𝑡
′ ⊆ ℰ𝑡

𝐼 𝑀; 𝑋 𝐸𝑡 | 𝑋 ℰ𝑡
′

Interventional Effect vs. Info Flow of Accuracy

C
h

an
ge

 in
 o

u
tp

u
t 

ac
cu

ra
cy

Prune one edge at a time

Measure
info flow

about true 
label, 𝑌

Measure
change in 
accuracy 
at output

Acc = 𝐼 𝑌; 𝑌

≈ Acc(𝑌 from 𝑌)

Magnitude of information flow 
predicts the effect of edge removal!



⋆

30(Venkatesh et al., in prep)

Edit the ANN to reduce bias (and not accuracy)

Pruning edges 
with largest 

bias/acc flow 
ratio

Incremental
pruning



31(Venkatesh et al., in prep)

Edit the ANN to reduce bias (and not accuracy)

Pruning edges 
with largest 

bias/acc flow 
ratio

Incremental
pruning ⋆

• Proof of concept:
Info flow can be estimated

• Information flow informs 
interventions:

• We can identify useful 
and harmful flows

• Intervene to keep only 
desirable flows

• Same tools could help with 
understanding biological and 
artificial neural networks!

Diff pruning 
amts/strategies
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Intervening in ANNs: Adult dataset



Causality in Neuroscience

• By far the most common measure of causality in neuroscience is Granger 
causality

• We say that 𝑌 Granger causes 𝑋 if we can better predict 𝑋 using the past of all 
processes than we can using the past of “all information in the universe” 
excluding 𝑌 [Granger. Econometrica ’69]

VAR Linear Gaussian models

Granger Causality
𝑋𝑖 =

𝑗=1

𝑑

𝑎𝑗
𝑇𝑋𝑖−𝑗 + 𝑏𝑗

𝑇𝑌𝑖−𝑗 + 𝑐𝑗
𝑇𝑍𝑖−𝑗 + 𝑈𝑖

𝑋𝑖 =

𝑗=1

𝑑

𝑎𝑗
𝑇𝑋𝑖−𝑗 + 𝑐𝑗

𝑇𝑍𝑖−𝑗 + 𝑉𝑖

𝐺𝑌→𝑋 ≜ log
𝜎𝑉
𝜎𝑈

𝑋 is the process being 
“caused”

𝑌 is the process that is 
“causing”

𝑍 represents all other 
information in the 

universe



Information Theoretic Causality and Neuroscience –
An Incomplete History

• [Marko. Kybernetik ’66] – Introduces the transinformation (in German)

𝑇𝑌→𝑋 = log
𝑝 𝑋𝑖 𝑋𝑖−𝑛

𝑖−1, 𝑌𝑖−𝑛
𝑖−1

𝑝 𝑋𝑖 𝑋𝑖−𝑛
𝑖−1

• [Granger. Econometrica ’69] – Defines (what is now known as) Granger causality

• [Mayer. Kybernetik ’70] – Uses the transinformation to study social behavior in 
monkeys (in German)

• [Marko. Trans Comm ’73] – Reintroduces the transinformation (in English)

• [Massey. ISIT ’90] – Reintroduces transinformation as directed information to provide 
simple proof of feedback doesn’t improve capacity

• [Bernasconi and König. Biol Cybern ’99] – GC is applied to local-field potentials

• [Schreiber. Phys Rev Letters ’00] – Introduces transfer entropy

• [Wibral et al. Springer ’14] – Directed information measures in neuroscience



Meanwhile… Causality in Statistics*

• Granger causality, directed information, transfer entropy, all measure predictive 
utility and are, in essence, measuring (conditional and/or time lagged) mutual 
information

• Is this causality? Many would argue no and point to an entire field of study that 
exists almost entirely independently of the IT approaches.

• There are two fundamental differences between the IT and statistical 
perspectives

1. Interventions

2. Value specificity

*Ie topics covered in “Causal Inference in Statistics: An Overview” [Pearl. Stat Surveys ’09] 



1. Interventions – A Motivating Example

• Consider random variables representing the air pressure (𝐴) and a barometer reading 
(𝐵)

• These are not independent, and 𝐴 causes 𝐵 but 𝐵 does not cause 𝐴

• Intuitively, we might think about this relationship using the chain rule:
𝑃 𝐴, 𝐵 = 𝑃 𝐴 𝑃(𝐵|𝐴)

• But this does not elucidate the causal effect, because 𝑃 𝐴, 𝐵 = 𝑃 𝐵 𝑃(𝐴|𝐵) is no 
less true!

• To represent causal effects, we need the do operator
𝑃 𝐵 𝑑𝑜 𝐴 = 𝑎 = 𝑃(𝐵|𝐴 = 𝑎)

𝑃 𝐴 𝑑𝑜 𝐵 = 𝑏 = 𝑃(𝐴)

• Judea Pearl’s “causal calculus” provides a set of rules that can be used to determines 
how interventions affect conditional probabilities



Interventions in Information Theoretic Causality

• [Ay and Polani. Adv Comp Sys ’08] – Defined a directed notion of mutual information where 
conditional expectations utilize the do operation

• In the air pressure example: 
𝐼 𝐴 → 𝐵 = 𝐷 𝑃𝐵|𝑑𝑜(𝐴)||𝑃𝐵 = 𝐷 𝑃𝐵|𝐴||𝑃𝐵 = 𝐼(𝐴; 𝐵)

𝐼 𝐵 → 𝐴 = 𝐷 𝑃𝐴|𝑑𝑜(𝐵)||𝑃𝐴 = 𝐷 𝑃𝐴||𝑃𝐴 = 0

• [Raginsky. ISIT ’11] – Incorporated interventions into a definition of directed information and 
showed that it generalizes a form of directed information used by Tatikonda and Mitter
(Trans IT ’09)

• [Janzing et al. AOS ’12] – Defined an “edge-centric” measure of causal strength that 
evaluates the divergence between a conditional distribution and a distribution where edges 
in question are “severed” and replaced by a marginal distribution



• Question: Does the winning the lottery (𝑋) affect spending (𝑌)?

• Attempt 1 – Intuition
• Yes

• Attempt 2 – Mutual information
• 𝐼 𝑋; 𝑌 ≤ 𝐻 𝑋 ≈ 0 → No

• Attempt 3 – Average Causal Effect (ACE)
• 𝐸 𝑌 𝑑𝑜 𝑋 = 𝑤𝑖𝑛 − 𝐸 𝑌 𝑑𝑜 𝑋 = 𝑙𝑜𝑠𝑒 ≫ 0 → Yes

2. Value Specificity – A motivating example

Key Point: Information theoretic measures of causality are often inspired by tools 
used in communication theory, where low probability events (ie messages) are of 

little concern. This may not be the case for causal effects!



Information theoretic Causality and Value Specificity

• [Lizier et al. Phys Rev E ’08] – Defined a “local information transfer” 
measure which is effectively transfer entropy without an expectation (can 
be negative)

• [Vu, Yu and Kass. Neur Comp ’09] – Evaluated the relationship between 
specific stimulus values and neural spiking in zebra finches

• [Schamberg et al. Entropy ’20] – Defined specific causal effects using 
interventions and the “specific mutual information” [Kolchinsky et al. J R 
Soc Interface ’20]

𝑆𝑇𝐸 𝑥 → 𝑌 = 𝐷 𝑝 𝑌 ො𝑥 ||𝑝 𝑌



Requires specifying a baseline value for comparison

Captures arbitrary changes in distributionOnly captures change in expectation

Units are in bits

Sign encodes the “direction” of causal effect Does not indicate the exact nature of the causal effect

More useful for epidemiology and medicine…

“Does smoking cause cancer?”
More useful for natural systems…

“Which stimuli influence spiking patterns?”

𝐴𝐶𝐸 𝑥, 𝑥∗; 𝑌 = 𝐸 𝑌 ො𝑥 − 𝐸[𝑌| ො𝑥∗] 𝑆𝑇𝐸 𝑥 → 𝑌 = 𝐷 𝑝 𝑌 ො𝑥 ||𝑝 𝑌

Statistical vs. Information Theoretic Causality



Variable Effect of Stimulus on Spiking

Response: Spike raster from a field L neuron of an adult male zebra finch 𝑅1
𝑖 , … , 𝑅𝑇

𝑖
𝑖=1:𝐼

Stimulus: Zebra finch natural song 𝑆1, … , 𝑆𝑡 , … , 𝑆𝑇

Estimation of 𝑃(𝑅𝑡 ∣ 𝑆 1:𝑡 )

from multiple iid trials

መ𝐼 𝑅; 𝑆 =
1

T


𝑡=1

𝑇

𝐷 𝑃 𝑅𝑡 𝑆 1:𝑡 ∣∣ 𝑃(𝑅) = 0.76
𝐵𝑖𝑡𝑠

10𝑚𝑠

[Vu, Yu and Kass. Neur Comp ’09]



The time averaged measure (0.76 
bits) significantly under-represents 

the divergence at its peaks

Peaks in divergence occur at 
the offset of stimulus bursts

Strong relationships between rare 
events provide insight, even if they 
don’t necessarily enable efficient 

communication

𝐷 𝑃 𝑅𝑡 𝑆 1:𝑡 ∣∣ 𝑃(𝑅)

Variable Effect of Stimulus on Spiking

[Vu, Yu and Kass. Neur Comp ’09]



Synergy in Neuroscience

Stimulus (𝑀)

Neuron 1 (𝑋)

Neuron 2 (𝑌)

𝐼(𝑀; 𝑋)

𝐼(𝑀; 𝑌)

𝐼 𝑀; 𝑋, 𝑌 > 𝐼(𝑀; 𝑋) 𝐼 𝑀; 𝑋, 𝑌 > 𝐼(𝑀; 𝑌) 𝐼 𝑀; 𝑋, 𝑌 > 𝐼 𝑀;𝑋 + 𝐼(𝑀; 𝑌)
?



An Early Definition of Synergy

Syn𝑀 𝑋, 𝑌 = 𝐼 𝑀; 𝑋, 𝑌 − 𝐼 𝑀;𝑋 + 𝐼 𝑀; 𝑌

Syn𝑀 𝑋, 𝑌 > 0 ⟹ Synergy
Syn𝑀 𝑋, 𝑌 < 0 ⟹ Redundancy

[Gawne and Richmond. J Neurosci ’03]

[Gat and Tishby. NIPS ’99]

[Schneidman et al. J Neurosci ’03]



An Early Definition of Synergy

Syn𝑀 𝑋, 𝑌 = 𝐼 𝑀; 𝑋, 𝑌 − 𝐼 𝑀;𝑋 + 𝐼 𝑀; 𝑌

Syn𝑀 𝑋, 𝑌 > 0 ⟹ Synergy
Syn𝑀 𝑋, 𝑌 < 0 ⟹ Redundancy

[Gawne and Richmond. J Neurosci ’03]

[Gat and Tishby. NIPS ’99]

[Schneidman et al. J Neurosci ’03]

Problem: This formulation does 
not allow for redundancy and 

synergy at the same time



The Partial Information Decomposition (PID)

𝐼 𝑀; 𝑋, 𝑌 = 𝑈𝐼 𝑀: 𝑋\𝑌 + 𝑈𝐼 𝑀: 𝑌\𝑋 + 𝑅𝐼 𝑀:𝑋; 𝑌 + 𝑆𝐼(𝑀;𝑋; 𝑌)

Bits of information 
about 𝑀 that are 
uniquely encoded 

by 𝑋 and not 𝑌
(𝑈𝐼𝑋) 

Bits of information 
about 𝑀 that are 
uniquely encoded 

by 𝑌 and not 𝑋
(𝑈𝐼𝑌) 

Bits of information 
about 𝑀 that 

are redundantly
encoded by 𝑋 and 𝑌

(𝑅𝐼) 

Bits of information 
about 𝑀 that 

are synergistically
encoded by 𝑋 and 𝑌

(𝑆𝐼) 

𝐼 𝑀; 𝑋 = 𝑈𝐼𝑋 + 𝑅𝐼

𝐼 𝑀; 𝑌 = 𝑈𝐼𝑌 + 𝑅𝐼

Key Point: A PID is completely 
characterized by a measure of either

unique or redundant information
[Williams and Beer. arXiv ’10]



Some Basic Examples

𝑋 and 𝑌 have 
unique information 

about 𝑀

𝑋~𝐵𝑒𝑟𝑛(0.5)

𝑌~𝐵𝑒𝑟𝑛(0.5)

𝑀 = (𝑋, 𝑌)

𝐼 𝑀; 𝑋 = 1

𝐼 𝑀; 𝑌 = 1

𝐼 𝑀; 𝑋, 𝑌 = 2

𝑋 and 𝑌 have 
redundant

information about 𝑀

𝑋~𝐵𝑒𝑟𝑛(0.5)

𝑌 = 𝑋

𝑀 = 𝑋

𝐼 𝑀; 𝑋 = 1

𝐼 𝑀; 𝑌 = 1

𝐼 𝑀; 𝑋, 𝑌 = 1

𝑋 and 𝑌 have 
synergistic

information about 𝑀

𝑋~𝐵𝑒𝑟𝑛(0.5)

𝑌~𝐵𝑒𝑟𝑛(0.5)

𝑀 = 𝑋⨁𝑌

𝐼 𝑀; 𝑋 = 0

𝐼 𝑀; 𝑌 = 0

𝐼 𝑀; 𝑋, 𝑌 = 1

Question: How does one define
the PID when it’s non-obvious?



The Minimum Mutual Information PID (MMI-PID)

• In their original paper, Williams and Beer propose an intuitive PID defined by a 
measure of redundancy:

𝑅𝐼𝑀𝑀𝐼 𝑀:𝑋; 𝑌 = min 𝐼 𝑀;𝑋 , 𝐼 𝑀; 𝑌

• The remaining PID components can be found using the basic PID equations:

𝑈𝐼𝑀𝑀𝐼 𝑀:𝑋\𝑌 = 𝐼 𝑀;𝑋 − 𝑅𝐼𝑀𝑀𝐼

𝑆𝐼𝑀𝑀𝐼 𝑀:𝑋; 𝑌 = 𝐼 𝑀; 𝑋, 𝑌 − 𝑅𝐼𝑀𝑀𝐼 − 𝑈𝐼𝑀𝑀𝐼,𝑋 − 𝑈𝐼𝑀𝑀𝐼,𝑌

• The MMI-PID overestimates redundancy and synergy but underestimates unique 
information. For example:

𝑋~𝐵𝑒𝑟𝑛 0.5 , 𝑌~𝐵𝑒𝑟𝑛 0.5 , 𝑀 = 𝑋, 𝑌

⟹ 𝐼 𝑀;𝑋 = 𝐼 𝑀; 𝑌 = 1, 𝐼 𝑀; 𝑋, 𝑌 = 2
⟹𝑈𝐼𝑀𝑀𝐼,𝑋 = 𝑈𝐼𝑀𝑀𝐼,𝑌 = 0, 𝑅𝐼𝑀𝑀𝐼 = 𝑆𝐼𝑀𝑀𝐼 = 1



The Blackwell Criterion for Unique Information

• A PID definition satisfies the Blackwell criterion [Bertschinger et al. Entropy 
’13] if the following holds:

𝑋 has no unique information about 𝑀 (w.r.t. 𝑌)
⟺

Under any loss function, 𝑌 enables making 

better decisions about 𝑀 than 𝑋 does (on average) 
(i.e. 𝑌 is Blackwell sufficient for 𝑋 [Blackwell. Ann Math Stats ’53])

𝑀
𝑋

𝑌 𝑋′

𝑃𝑋|𝑀

𝑃𝑌|𝑀
𝑃𝑋′|𝑌

Q1: Does a channel 𝑃𝑋′|𝑌 exist s.t.

𝑃𝑋′|𝑀 = 𝑃𝑋|𝑀?

Q2: If not, how do we quantify the 
unique information?



Two PIDs Satisfying the Blackwell Criterion

~-PID [Bertschinger et al. Entropy ’13] 𝛿-PID [Banerjee et al. Allerton ’18]

𝑀
𝑋

𝑌 𝑋′

𝑃𝑋|𝑀

𝑃𝑌|𝑀

𝑃𝑋′|𝑌,𝑀

Require that 𝑋′|𝑀 is a perfect copy 
of 𝑋|𝑀 using as little information 

directly from 𝑀 as possible

minimize 𝐼(𝑀; 𝑋′|𝑌)

Make 𝑋′|𝑀 close to a perfect copy 
of 𝑋|𝑀 while using no information 

directly from 𝑀 as possible

minimize 𝐷 𝑃𝑋′|𝑀||𝑃𝑋|𝑀



Joint Encoding of Stimulus and Choice Information

[Pica et al. NIPS ’17]

𝐼 𝐶; 𝑆, 𝑅 = 𝑈𝐼 𝐶: 𝑆\R + 𝑈𝐼 𝐶: 𝑅\S + 𝑅𝐼 𝐶: 𝑆; 𝑅 + 𝑆𝐼(𝐶: 𝑆: 𝑅)

The redundant information determines the 
extent to which the response is informing the 

choice about the nature of the stimulus



Joint Encoding of Stimulus and Choice Information

Neural spiking data 
from somatosensory 
cortex (S1) recorded 

during texture 
discrimination task

Templates are used 
to convert series of 
spikes to one of two 

per-trial variables

𝑅𝑟

𝑅𝑡

𝐼(𝑆; 𝑅𝑡) 𝐼(𝐶; 𝑅𝑡)

𝐼(𝑆; 𝑅𝑟) 𝐼(𝐶; 𝑅𝑟)

𝑅𝐼({𝑆, 𝑅𝑡}; 𝐶)

𝑅𝐼({𝑆, 𝑅𝑟}; 𝐶)

Intersection information measures how much of 
stimulus information is passed on to inform choice



Synergy in Grid Cells

• Grid cells are neurons that encode information about spatial location

• A popular model for the encoding scheme suggests that different groups of 
cells each represent location at different resolutions [Sreenivasan and 
Fiete. Nat Neuro ’11]

Question: How does the 
information about location 

decompose among the 
groups of place cells?

[Venkatesh and Grover. Cosyne ’20]



Synergy in Grid Cells

[Venkatesh et al. In Prep]

Key Point: The PID depends significantly on how the problem is setup. 
For example, whether groups of grid cells encode location uniquely or 

synergistically is determined by the desired resolution.



Additional Notes on the PID

• PID definitions abound! We’ve focused on PID definitions satisfying the 
Blackwell criterion, but many do not. A recent review can be found in 
[Lizier et al. Entropy ’18] 

• We have only discussed the bivariate PID. Multivariate PIDs receive 
considerable attention in the theory literature but are not often applied, 
likely due to the lack of intuitive interpretations

• The notation and variable naming is highly varied throughout the PID 
literature – all notation used here is consistent with [Schamberg and 
Venkatesh. arXiv ’21]



Open Problems In PID

• Interpretations – Despite such an intuitive problem formulation, the significance of 
the various information atoms for specific PID definitions are often hard to grasp. 
This is preventing widespread adoption in applied settings.

• Estimators – Even when the joint distribution is fully known, computing various PIDs 
is non-trivial. In particular, the literature tends to focus on discrete random variables 
and there are few techniques for performing PIDs in the continuous setting. To our 
knowledge, there is no work developing performance guarantees when the joint 
distributions need to be estimated

• Analysis of Properties in Specific Models – The literature is primarily focused on 
decompositions of arbitrary random variables. In practice we decide the variables to 
be decomposed (ie how to quantize, which variable should be the message, how to 
represent complex multi-site/multi-trial/time series data, etc).



Application 1: Inferring 
encoding/representati
on of information

Treatment of many conditions and disorders 
today relies on neurostimulation

Application 2:
Noninvasive inference

- Localizing activity and inactivity in the brain

- Detecting and tracking waves of activity and 
inactivity

EEG image: Petter Kallioinen, CC BY-SA 3.0, via Wikimedia Commons

Graphic: [Zar, Behrman, Grover Nature Comm Bio’21]



Noninvasive inference: 
a channel between the scalp and the brain

Nunez, Srinivasan 

“Electric Fields of the Brain”, 2006

Pros:
- noninvasive
- lightweight, portable
- inexpensive
- high temporal resolution 

Cons:
- low spatial resolution 

How high can it be? clinical + scientific implications

Open problem (for later, not here): there are other 
modalities for noninvasive imaging (e.g. fNIRS, 
MEG, fMRI), with their own pros and cons. 
Fundamental limits yet to be explored.



EEG has been used for 100 years. What’s new?

• Recent advances in wireless EEG, low form-factor, make it possible to do high-
density EEG that is portable, or on the bed-side

• Opens a whole host of noninvasive inference problems
• Use in epilepsy, stroke, brain injuries, … 

• In understanding attention, visual/auditory processing, meditation, …

• I’ll discuss two to illustrate how new technical problems arise:
• Localizing silences in the brain

• Localizing and tracking waves of inactivity



EEG source localization

y = A x + noise

The Problem: Find x for a given y and known A.

Under-constrained linear inverse problem. 
Many algorithms developed/used: Minimum Norm Estimate [Hamalainen et al.’94] 
sLORETA [Pascual-Marqui’02], beamforming [van Veen et al.’97]. 

- Shares ideas/development with compressive sensing and radar signal processing.

y: vector of EEG measurements 
A: forward matrix mapping sources to (noiseless) measurements
x: the neural source vector 



Source localization: some recent work

• Epilepsy: to study dynamics of seizure activity, localize epileptic focus
(e.g. [Plummer et al., ‘08][Sohrabpour et al.’20])

• Broadly, studying neural activity in healthy and unhealthy brain (e.g. sleep 
studies [Bersagliere et al.’17])

• From an information theory viewpoint,  
o Algorithms are interesting (and quite mature)
o Fundamental limits are lacking (could help with, e.g., sensor placement). 

▪ See recent info-theory work  
[Venkatesh, Grover Proc. IEEE’17, ISIT’18] [Xu, Coleman, ISIT’20]

▪ Do algorithms approach the fundamental limits? (Open)
o Question the questions: 

What if the goal is not to localize sources, but something else?



A twist on source localization: 
localizing silences in the brain

A lot of techniques to track where the activity in the brain is.

In a lot of disorders, we care about where the activity is not (or less than normal). 

Stroke: Enabling
endovascular treatment

Tumors: Enabling frequent 
scans for detecting growth

…

Spreading depolarizations:
Biomarkers of secondary brain injuries

62

Dr. Jonathan Elmer Dr. Lori Shutter



Source vs silence localization

Silence localization
- Aims to localize regions of small or no activity

- Separates background activity from silence

- Aims to reconstruct second moment, and find where 
it is small

- Does not ignore regions with small activity 

“What most experimenters take for granted before they begin their experiments is infinitely more 
interesting than any results to which their experiments lead.”              -- Norbert Wiener

Source localization
- Localizes large (often diffused) sources of 

substantial activity.

- Aims to reconstruct first moment (mean 
activity) at these sources

- Regards background activity as noise

63



A study on 3 participants with 
silences in their brains

(improved further in recent results; next slide)

64

[Zar, Behrmann, Grover, Nature Comm Bio’21]

Alireza Chaman Zar Marlene Behrmann



Comparison with other competing techniques



Silence localization: Key steps
ObservationsKey steps

- Classical algorithms (e.g. MNE/sLORETA) do not work
(even in simulations)

1. Identify contribution of each brain voxel to the entire 
output vector’s power in healthy condition.

2. See from the output vector which voxels’ contribution 
is missing.

- underdetermined problem
- number of silences is unknown

3. Constrain the problem, embedding priors into 
- e.g. contiguity of the region of silence   

- Simulations work!  [Zar, Grover IEEE NER’19]

- But experiments do not.
[Zar, Behrmann, Grover NatCommBio’21]

Why? 
- Assumptions on what brain activity is in healthy condition.
- In essence, we had assumed a version of independent and 

identical distribution across the brain voxels.

4. Issue: we do not have baseline recordings on our 
participants.

- which we may have in practice
(e.g., stroke in progress, tumors growing)

5. Can we use one hemisphere as a baseline for the 
other?  Exploit hemispherical symmetry.     

With this baseline, silence localization works!
[Zar, Behrmann, Grover NatCommBio’21]

66- But classic source localization algorithms still do not



How did we arrive at this problem? 

Our first works were purely theoretical: fundamental limits on source localization 
[Venkatesh, Grover Proc. IEEE’17, ISIT’18] [Xu, Coleman, ISIT’20] 

• Followed a beautiful work [Srinivasan et al.’96], “Spatial Nyquist rate of EEG” 
• Corrected some conceptual errors
• … and used it to challenge the self-fulfilling prophecy of EEG’s low resolution.

Collaborated with Marlene Behrmann, neuroscientist at CMU, to obtain experimental 
validation [Robinson et al., Sci Rep’17][Zar et al., IEEE TBME’19].
• Conclusion: high-density EEG helps. Very high density also helps, but less commonly.

Brain injury clinicians pointed us to spreading depolarizations (Jed Hartings, Lori Shutter, 
Jonathan Elmer), also called “Brain Tsunamis”

… which are waves of silences

Alireza Chaman ZarPraveen Venkatesh



Detecting “Brain Tsunamis”: 
spreading waves of neural silence

• Brain Tsunamis are a reliable predictor of 
worsening brain injuries, and are currently only 
detected invasively. 

• Our work (with clinical collaborators) provided the 
first techniques for detecting them noninvasively 
[Zar et al.’TBME’19]. Was based on simulations.

• Allowed us to launch a project with our clinical 
collaborators to get real data

• Noninvasive EEG in conjunction with “ground 
truth” invasive recordings

• Analysis ongoing, and initial results are promising

Spreading depolarizations:

Biomarkers of secondary brain injuries



Related problems: 
traveling waves in the nervous system are 
everywhere!

• Waves in the visual cortex and in sleep

[See Muller et al., data available]

• Waves in the gut (caused by enteric nervous system) 
drive food movement [Coleman et al.’16-21]

Increasingly, it appears that neural activity that was 
thought to be at a single location, and had variations 
across time, is like a traveling wave.

Detection, estimation, modulation, understanding why 
they exist, many open questions!

Blausen.com staff (2014). "Medical gallery of Blausen Medical 2014". Wiki 
Journal of Medicine 1 (2). DOI:10.15347/wjm/2014.010. ISSN 2002-4436. -

Own work

https://en.wikiversity.org/wiki/WikiJournal_of_Medicine/Medical_gallery_of_Blausen_Medical_2014
https://en.wikipedia.org/wiki/Digital_object_identifier
https://doi.org/10.15347/wjm/2014.010
https://en.wikipedia.org/wiki/International_Standard_Serial_Number
https://www.worldcat.org/issn/2002-4436


Some open problems

Stroke: Enabling
endovascular treatment

Tumors: Enabling frequent 
scans for detecting growth

Spreading depolarizations:
Biomarkers of secondary brain injuries

70

…
e.g. neurodegenerative

disorders

- Each disorder poses a different problem!
- Fundamental limits for EEG silence localization
- Fundamental limits for localization (source/silence) using other modalities

(e.g. fNIRS, MRI, …)
- Multimodality reconstruction algorithms (quite a bit of ongoing work)
- Placement of sensors (very limited understanding)



Application 3: 
Closing the loop: 
Stimulating the brain

Treatment of many conditions and disorders 
today relies on neurostimulation



• A recent beautiful work [Grossman et al. Cell’17]: 
“Temporal Interference” (TI) stimulation.

• A (high freq) sinusoid does not stimulate a neuron …

• … but a modulated sinusoid (same max amplitude) does!

• How is it useful?
• Maybe, can do deep stimulation w/o doing shallow stimulation

[Grossman et al. Cell’17]

• Why does it happen? 
• Of course, fundamentally nonlinear dynamics of neurons

• But it is not a simple capacitor-diode circuit

• Flurry of activity [Cao & Grover’19][Esmailpour et 
al.’20][Mirzakhalili et al.’20], but full understanding still lacking

[Grossman et al. Cell’17]

Neurostimulation is fascinating - I



Neurostimulation is fascinating - II

A revolution: noninvasive stimulation of human brain is possible!

2010s: Focused stimulation using multielectrode patterns and beamforming

- Applies ideas from radar signal processing to neurostimulation



Focused stimulation: can we combine 

• Communicating to identity-free nodes
• Point at in a node’s direction, and make it respond

• Can we characterize the channel? (building on Sreenivasan et al.’98)

neuron by dDara from the Noun Project



Characterizing the channel: the transfer function from scalp 
injected current to potential inside head

75
[Forssell, Goswami et al., IoP Journal of Neural Engineering’21]

The theorem itself is not very insightful. It is stated here 
for completeness. 

The approximation of the transfer function in the next 
slide is insightful.



Distribution Statement 76

Approximating the scalp-to-brain transfer function

Depends on conductivities,
not on r

Depends on r,
not on conductivities 

This approximation has no dependence on the thickness of any layer.

Computational validation:

r 1

r 2
r 3r n

Approximate transfer function,
3 sphere model,
rN = 1 unit, scalp thickness  = 0.1, Skull thickness 

varied from 0.01 to 0.04.

Because the transfer function is from injected currents to 
potentials inside the brain, we can safely infer that the Skull 

Transparency result applies to all current directions inside 
the brain. 



Focusing currents through the head

• Main challenge: Dispersive channel. 
• Currents disperse as they enter and travel through the head.

• I.e., the scalp-to-brain channel is a spatial low-pass filter

• This dispersion happens due to 
a) distance between scalp and brain, and 
b) changing conductivities of different layers between scalp and brain. 

• Beamforming [van Veen et al.,,,] adapted to neurostimulation [???, …, 
Goswami and Grover, Submitted] to counter dispersion

• One issue: Rely a lot on the “channel” parameters, e.g., the conductivity and the 
thickness of skull, scalp. These can be difficult to estimate.



Making the skull “transparent” to the current pattern

[Forssell, Goswami et al., IoP Journal of Neural Engineering’21] 

If the input currents are designed to lie in high spatial frequencies, then, across large 
variations in conductivity and/or thickness of skull, the obtained field inside the head is the 
same (modulo a constant factor). 

• Established theoretically (cuboid and sphere heads), in simulations (real head models), and 
experimentally (in phantoms). 

• In essence, our designed current patterns are such that the skull is transparent to them.

• For these patterns, dispersion at high spatial frequencies is largely due to distance, not 
changes in conductivity.78



The “Compound channel perspective”: 
Obtain the same resolution regardless of the channel



Early experimental results: 
stimulating brain slice from a distance

80

1 mm

Brain slice

(video) achieving spatiotemporal resolution 
through 1mm skull in somatosensory cortex

• Spatial resolution: < 1mm3 spatial resolution 
through 1 mm, 2 mm, 3 mm skull phantoms. 

Overlay of two 
separate stimulation 
experiments 
obtained by moving 
stimulated zone by 
1.5 mm

[Forssell, Jain, Goswami et al., IEEE NER’21]

Maysam Chamanzar



Tremendous growth in interest, techniques, applications 
in the last 2 decades

• Invasive and noninvasive stimulation using:
• magnetic fields

• ultrasound

• light (optogenetics – requires gene editing)

• heat

• nanoparticles

• …

• We are able to sense and affect neural activity at unprecedented resolution



Overview of the Field and Vision for the Future

Neuroscience

Experimental
Neuroscience

Computational & 
Theoretical

Neuroscience

Neuro-
technology

Experimental 
techniques

Models for 
behaviour

Models for 
neural activity

- Brain-computer 
interfaces (rehab)

- New types of 
neural probes

- Calcium imaging & 
optogenetics

- Non-invasive (e.g., 
NIRS)

- Experiment 
design

- Toolboxes
- Statistics

- Dimensionality 
reduction (neural repr
of behaviour)

- Deep-learning 
techniques for pose 
estimation, tracking, …

- Dynamical 
systems

- Artificial Neural 
Networks (e.g., 
RNNs; CNNs for 
vision)

- Information Flow
Clinical 

applications



Some Open Problems

• Fundamental limits
• Fundamental limits on neural performance under biologically relevant constraints: 

do these match with observed behavioural limits?

• Fundamental limits of neurotechnologies: providing avenues to improve signal 
reconstruction

• Estimation/Detection, Statistics
• Estimation of information measures: mutual information, PID, etc.

• Statistical significance tests: presence/absence of dependence, UI/RI/SI, confidence 
intervals on magnitude

• Modeling
• Understanding encoding schemes: reasoning why these might be efficient or optimal

• Models for efficient communication and computation as well as frameworks for 
reverse engineering


