
Chapter 12.

Network Flow

12.1. Introduction

The Oxford English Dictionary defines a network as “any netlike or complex
system or collection of interrelated things, as topographical features, lines
of transportation, or telecommunications routes (esp. telephone lines).”
In these notes, we are particularly interested in communication networks
rather than, say, distribution or transportation networks. It turns out that
communication networks have features that are not present in other types
of networks and that give rise to interesting capacity and coding problems.

The classic representation of a communication network is a graph, as in
Figure 12.1, with sets of nodes and edges. The nodes usually represent
devices such as a router, a wireless access point, or a mobile telephone.
The edges usually represent communication links or channels, for example
a fiber-optic cable or a wireless link. Both the devices and the channels
may have constraints on their operation. For example, a router might have
limited processing power, or perhaps it can accept data from only a few of
its ports simultaneously. A fiber-optic link has a limited bandwidth (which
can be quite large!). A wireless phone, on the other hand, has limited
battery resources and likely wishes to conserve energy. A wireless link can
have rapid time variations arising from mobility and multipath propagation
of signals. Some of these properties are collected in Table 12.1.

The purpose of a communication network is to enable the exchange of mes-
sages between its nodes. These messages, as generated by an application,
are organized into data packets. In the traditional model of a network, the
nodes operate as store-and-forward packet routers that transmit packets
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Figure 12.1.: A network graph.
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174 Chapter 12. Network Flow

Devices (Nodes) Channels (Edges)
Wireline Constraints: Independent channels

– processing speed/energy No interference
– input/output (ports) Limited bandwidth
– delay Slow changes

Limited network knowledge Packet erasures
Wireless Constraints: Broadcasting

– transmit energy Interference
– processing speed/energy Noise
– half-duplex Limited bandwidth
– delay Slow or rapid changes

Limited network knowledge
Limited channel knowledge

Table 12.1.: Device and channel properties.

over point-to-point links. However, this model is unnecessarily restrictive
as it ignores two important possibilities:

• Node Coding: Nodes can combine, or encode, any of their received
information and symbol streams.

• Broadcasting: Nodes overhear the transmissions of other nodes from
which they are not required to receive messages.

Node coding is possible in any network, while the ability to overhear trans-
missions is a property of the physical communication channel. In particular,
wireless devices inherently broadcast information in that a signal to a partic-
ular receiving node can be overheard by other nodes. Typically, the wireless
nodes treat these overheard signals as interference and the system provides
mechanisms to mitigate this interference. For example, many second gen-
eration cellular phones employ code division multiple access (CDMA) to
permit signal decoding in the presence of interference [1]. As a second exam-
ple, 802.11× wireless LANs employ a media access control (MAC) protocol
that enables nearby nodes to share the broadcast channel by taking turns
transmitting. The goal of these multiple access strategies is to ensure that
communication over a link is reliable. A consequence is that the paradigm
of a network as a set of point-to-point communication links is reinforced.

These notes develop basic theory for node coding, broadcasting, and the
combination of the two. Node coding can be roughly divided into two
classes of methods:

• Relaying: Nodes process received signals without necessarily con-
verting them to messages or packets.

• Network Coding: Nodes receive and transmit packets, usually in
the form of strings of bits.

The distinction between these two methods is admittedly not so clear and
not universally accepted. Perhaps a useful definition is that “relaying” pro-
tocols utilize information about the physical layer while “network coding”
protocols do not. We will focus mainly on network coding based on the sem-
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12.2. Flow or Routing 175

inal work of [2] and some of the follow-up activity. For more information
on relaying, we refer to [3, 4] and the introductory article [5].

12.2. Flow or Routing

We begin by reviewing flows in networks as developed in [6, Ch. I]. A net-
work is represented by a graph G = (V , E) where V is a set of vertices (or
nodes) and E is a set of edges that are pairs of nodes. The edges might
be undirected or directed. We will be interested mainly in directed edges
where the edges are ordered pairs of nodes, i.e., the edge (u, v) is directed
from node u to node v.

Suppose that every edge e = (u, v) has associated with it a non-negative
real number c(e) = c(u, v) called the capacity of edge (u, v). In fact, we will
usually focus on edge capacities that are rational numbers below. A flow
from a source node s to a destination node t, t 6= s, is a function f(·) from
E to the real numbers that satisfies the linear constraints and inequalities

∑
v:(u,v)∈E

f(u, v)−
∑

v:(v,u)∈E
f(v, u) =


R, u = s
0, u 6= s, u 6= t
−R, u = t

(12.1)

0 ≤ f(u, v) ≤ c(u, v) for all (u, v). (12.2)

The second constraint in (12.1) is known as a flow conservation equation,
while the inequalities (12.2) are edge capacity constraints. The idea is that
every node can act as a store-and-forward packet router, i.e., a node can
store packets, split them into fragments, collect the fragments into packets
of varying size, and redirect (forward) the packets. The value R is the flow
or routing rate, i.e., a flow with rate R specifies a method to transmit R
packets from s to t by using every edge once and operating every node as a
store-and-forward packet router.

We are usually interested in maximizing the flow rate R subject to the edge
capacity constraints. A network flow with R = 0 is trivially achievable by
setting f(u, v) = 0 for all (u, v) ∈ E . To check that there is a maximum
R, we consider special sets of edges called cuts. To define cuts, we first
introduce some notation. Let S1 and S2 be disjoint subsets of V and let
(S1,S2) be the set of edges directed from nodes in S1 to nodes in S2. We
write

f(S1,S2) =
∑

(u,v)∈(S1,S2)
f(u, v) (12.3)

c(S1,S2) =
∑

(u,v)∈(S1,S2)
c(u, v) (12.4)

and f(u,S2) if S1 = {u}, and similarly for f(S1, v), c(u,S2), and c(S1, v).
Observe that for any subset S1 of V and any disjoint subsets S2 and S3 of
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176 Chapter 12. Network Flow

V we have

f(S1,S2 ∪ S3) = f(S1,S2) + f(S1,S3) (12.5)
f(S2 ∪ S3,S1) = f(S2,S1) + f(S3,S1). (12.6)

Consider a subset S of V and let Sc be the complement of S in V . A cut
separating source node s and destination node t is a set of edges (S,Sc)
where s ∈ S and t ∈ Sc. We call c(S,Sc) the capacity of the cut.

Lemma 12.22 For any cut (S,Sc) separating s and t, the flow rate is

R = f(S,Sc)− f(Sc,S) ≤ c(S,Sc) (12.7)

with equality if and only if f(S,Sc) = c(S,Sc) and f(Sc,S) = 0.

Proof. Consider a cut (S,Sc) separating s and t. We have

R
(a)=
∑
u∈S

[f(u,V)− f(V , u)]

(b)= f(S,V)− f(V ,S)
(c)= [f(S,S) + f(S,Sc)]− [f(S,S) + f(Sc,S)]
= f(S,Sc)− f(Sc,S)
(d)
≤ c(S,Sc) (12.8)

where (a) follows by (12.1), (b) by the definition (12.3), (c) by (12.5) and
(12.6), and (d) by (12.2) and the non-negativity of f(·). Equality clearly
holds if and only if f(S,Sc) = c(S,Sc) and f(Sc,S) = 0. �

12.3. Maximal Flow

We next prove a fundamental result for network flow by following the de-
velopment in [6, Ch. I.5].

Theorem 12.23. The maximal flow rate from nodes s to t is the minimal
cut capacity of all cuts separating s and t.

Proof. Let f(·) be a flow from s to t. Recursively generate a set S of nodes
as follows:

• initially define S = {s}
• if u ∈ S and f(u, v) < c(u, v) then include v in S
• if u ∈ S and f(v, u) > 0 then include v in S.
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12.4. Algorithm for Finding a Maximal Flow and a Minimal Cut 177

Now suppose that t ∈ S. There then exists a path s = u1, u2, . . . , un−1, un =
t and a positive number δ for which we have either f(ui, ui+1) ≤ c(ui, ui+1)−
δ or f(ui+1, ui) ≥ δ for all i = 1, 2, . . . , n−1. We now increase f(ui, ui+1) by
δ for the former edges, decrease f(ui+1, ui) by δ for the latter edges, and the
result is that R has increased by δ. We thus find that if f(·) has maximal
rate then t ∈ Sc and (S,Sc) is a cut separating s and t. We then further
have

f(u, v) = c(u, v), (u, v) ∈ (S,Sc)
f(v, u) = 0, (v, u) ∈ (Sc,S) (12.9)

so that f(S,Sc) = c(S,SC), f(SC ,S) = 0, and equality holds in (12.7). �

We make several remarks:
• Using (12.7), it is clear that a cut is minimal if and only if both

conditions in (12.9) are satisfied for any maximal flow.
• We can alternatively define the set S in Theorem 12.23 by starting

from the destination t, i.e., recursively generate Sc using
– initially define Sc = {t}
– if v ∈ Sc and f(u, v) < c(u, v) then include u in Sc

– if v ∈ Sc and f(v, u) > 0 then include u in Sc.
• We can approximate the maximal flow rate of a network whose edge

capacities are real numbers by one whose edge capacities are rational
numbers.

• Suppose that all edge capacities are rational numbers. We can multi-
ply all edge capacities by the least common multiple m of the denom-
inators of these rationals to obtain a network with integer capacities.
The maximal flow rate of this network is m times that of the original
network.

• Suppose that all edge capacities are integers. We can replace an edge
with capacity c by c parallel edges with unit capacity without changing
the maximal flow rate. Furthermore, the maximal flow rate is clearly
an integer, namely the maximal number of edge-disjoint paths from
the source to the destination. The latter claim is proved by using the
algorithm described below for networks with integer capacity.

12.4. Algorithm for Finding a Maximal Flow
and a Minimal Cut

As pointed out in [6, Ch. I.8], the proof of Theorem 12.23 effectively gives
an algorithm for constructing a maximal flow and a minimal cut. However,
one caveat is that the algorithm does not necessarily converge for edge
capacities that are real numbers, so we consider only edge capacities that
are integers. The discussion in Sec. 12.3 shows that this is not an important
restriction for engineering purposes.
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178 Chapter 12. Network Flow

The following algorithm might be called a labeling flow-augmenting path
algorithm. A flow-augmenting path is any path from s to t on which the
forward edge flow is either less than the edge capacity or the backward edge
flow is greater than zero. The algorithm recursively finds such paths by suc-
cessively labeling and scanning nodes, where scanning refers to considering
one node at a time and exhaustively labeling all its adjacent nodes.

Algorithm to find a flow-augmenting path for a flow f(·)
• Labeling Routine

– All network nodes are ordered and “unlabeled”.
– Set δ(s) = −∞ and label the source node by L(s) = (0, δ(s)).
– Set i = 1.
– Choose the ith labeled node u and proceed to scan as follows.

∗ To every unlabeled node v for which there is an edge (u, v)
and f(u, v) < c(u, v), set δ(v) = min(|δ(u)|, c(u, v)−f(u, v))
and add the label L(v) = (u, δ(v)).

∗ Next, to every unlabeled node v for which there is an edge
(v, u) and f(v, u) > 0, set δ(v) = −min(|δ(u)|, f(v, u)) and
add the label L(v) = (u, δ(v)).

∗ Increment i.
– Repeat until either (a) node t is labeled (called a breakthrough)

or (b) no more labels can be assigned and node t is unlabeled.
In the latter case, stop.

• Flow Exchange Routine

– Suppose node t is labeled L(t) = (v, δ(t)). If δ(t) > 0 then replace
f(v, t) by f(v, t) + δ(t), else replace f(t, v) by f(t, v) + δ(t).

– Suppose node v is labeled L(v) = (u, δ(v)). If δ(v) > 0 then
replace f(u, v) by f(u, v) + δ(v), else replace f(v, u) by f(v, u) +
δ(v).

– Repeat this process until node s is reached.

Note that, based on the proof of the previous section, if the algorithm
stops without updating the flow then the flow is maximal and the edges
from the labeled nodes to the unlabeled nodes is a minimal cut. On the
other hand, if the algorithm updates the flow, then the flow increases. In
fact, if all the edge capacities are the same number c and the initial flow
is zero, then we claim that the algorithm successively finds paths that are
edge-disjoint (the claim is not necessarily true if the initial flow is non-
zero). For suppose the algorithm finds a flow-augmenting path, i.e., a path
s = u1, u2, . . . , un−1, un = t for which we have either f(ui, ui+1) < c or
f(ui+1, ui) > 0 for all i = 1, 2, . . . , n − 1. We observe that for these two
cases we must have had f(ui, ui+1) = 0 and f(ui, ui+1) = c, respectively,
since δ(ui) takes on only the values 0 and c for any i. But this further means
that every edge can be identified with excactly one path from s to t. In
particular, if all the edge capacites are unity then the maximal flow rate and
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the minimal cut capacity are precisely the maximal number of edge-disjoint
paths from s to t.

12.5. Variations

12.5.1. Undirected and Mixed Graphs

The above theory and results can be used to solve several interesting varia-
tions of the flow maximization problem. For example, suppose some of the
graph edges are undirected, i.e., we have a mixed network. We interpret
undirected edges in one of two ways:

• An edge can have flow in both directions simultaneously. Let f(u, v)
and f(v, u) be the flow in the respective (u, v) and (v, u) directions,
and replace (12.2) with

f(u, v) + f(v, u) ≤ c(u, v). (12.10)

• An edge can have flow in either one direction or the other, i.e., replace
(12.2) with

f(u, v) ≤ c(u, v)
f(v, u) ≤ c(u, v) (12.11)
f(u, v) · f(v, u) = 0.

It turns out that both of these problems can be treated by slightly modifying
the algorithm of the previous section. Note that for either problem one may
as well replace all f(u, v) with

f(u, v) = max(0, f(u, v)− f(v, u)). (12.12)

The maximal flow on a graph with directed and undirected edges can there-
fore be found by considering the directed network obtained by replacing
every undirected edge (u, v) by a pair of oppositely directed edges of capac-
ity c(u, v).

12.5.2. Node Capacities

Suppose next that the nodes have capacity constraints in the sense that
every node u can accept or output at most c(u) units of flow. One can
easily solve such problems by modifying the graph: replace every node u
with two nodes u′ and u′′, terminate the incoming edges to u at u′, start the
outgoing edges of u from u′′, and add a directed edge (u′, u′′) with capacity
c(u). Finally, use the algorithm of Sec. 12.4 on this graph.
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180 Chapter 12. Network Flow

12.5.3. Edge-Flow Lower Bounds

Some practical situations require the flow on an edge to be lower bounded to
ensure that this edge is not “lost” or “turned off”. For example, in a wireless
network an application-layer protocol might decide to stop transmitting if
there is no activity on certain links. We thus replace (12.2) with

l(u, v) ≤ f(u, v) ≤ c(u, v) for all (u, v) (12.13)

where 0 ≤ l(u, v) ≤ c(u, v). One can solve such problems by initializing the
algorithm of Sec. 12.4 with all flow values set to f(u, v) = l(u, v), as long as
such a flow is feasible. One must further replace one step of the algorithm: to
every unlabeled node v for which there is an edge (v, u) and f(v, u) > l(v, u)
(rather than f(v, u) > 0), set δ(v) = −min(|δ(u)|, f(v, u)− l(v, u)) and add
the label L(v) = (u, δ(v)).

12.5.4. Minimizing Cost

The above model has considered only capacity constraints on the edges,
but there is often a cost j(u, v) associated with using an edge. This cost is
usually a function of the edge flow f(u, v). For example, we might choose
j(u, v) = Ju,v(f(u, v)) where the Ju,v(·) are cost functions. Some commonly-
used cost functions are

Ju,v(r) =
{

0, r = 0
a(u, v), r > 0 (12.14)

Ju,v(r) = a(u, v) · r (12.15)
Ju,v(r) = a(u, v) (2r − 1) . (12.16)

The first cost function assigns a cost of a(u, v) for using edge (u, v), the
second assigns cost proportional to flow rate, while the third assigns cost
that grows exponentially with flow rate. The last case corresponds to a
power cost for reliably transmitting data across an additive white Gaussian
noise (AWGN) channel.

Suppose we have the problem of minimizing the sum of the costs (12.15)
subject to the edge capacity constraints and the constraint that the flow
rate is R. In other words, we would like to solve the linear program (cf.
(12.1))

minimize
∑

(u,v)∈E
a(u, v)f(u, v) (12.17)

subject to

f(u,V)− f(V , u) =


R, u = s
0, u 6= s, u 6= t
−R, u = t

(12.18)

0 ≤ f(u, v) ≤ c(u, v) for all (u, v). (12.19)
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Such problems can be dealt with by using standard linear program solvers.

12.6. Multiple Sources and Destinations

12.6.1. Multiple Unicast

We have so far considered one source and one destination, a problem also
known as unicast. However, most networks have multiple sources and des-
tinations that we collect in the sets K and T , respectively. If every source
has exactly one destination, then the problem is known as multiple unicast.
Suppose we associate every source and destination with exactly one node
(if multiple sources or destinations are associated with the same node then
we create one new node for every source and destination and include edges
with large capacity between these nodes and the original node). Let K =
{s1, s2, . . . , s|K|} and T = {t1, t2, . . . , t|K|}where |K| is the cardinality of K,
and suppose the source-destination pairs are (sk, tk), k = 1, 2, . . . , K. The
flow or routing problem is to find the set of rate-tuples (R1, R2, . . . , R|K|)
for which one can assign flows fk(u, v) of rate Rk, k = 1, 2, . . . , |K|, that
satisfy the edge capacity constraints c(u, v), (u, v) ∈ E . In other words, we
would like to determine the feasibility of the following equations:

fk(u,V)− fk(V , u) =


Rk, u = sk
0, u 6= sk, u 6= tk
−Rk, u = tk

 for all k (12.20)

|K|∑
k=1

fk(u, v) ≤ c(u, v) for all (u, v) (12.21)

0 ≤ fk(u, v) for all k and (u, v). (12.22)

Again, such problems can be dealt with by using standard linear program
solvers.

12.6.2. Multicast and Incast

A generalization of unicast is themulticast problem that has one source node
s and one or more destination nodes that we collect in T = {t1, t2, . . . , t|T |}.
Suppose we again consider flows, i.e., we wish to find functions fk(u, v) of
rate R such that

fk(u,V)− fk(V , u) =


R, u = s
0, u 6= s, u 6= tk
−R, u = tk

 for all k (12.23)

|K|∑
k=1

fk(u, v) ≤ c(u, v) for all (u, v) (12.24)

0 ≤ fk(u, v) for all k and (u, v). (12.25)
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Yet again, such problems could be dealt with by using linear program
solvers. However, suppose we begin by demanding a flow of rate R. Ob-
serve that this means we must transmit |T | ·R units of flow from s. In fact,
we may as well introduce a “super-destination” node t and edges (tk, t),
k = 1, 2, . . . , K, that all have capacity R. Node t is required to receive
a flow of rate |T | · R in the new graph, and we can use the labeling flow-
augmenting path algorithm of Sec. 12.4 to check if the desired rate is feasible.
If so, then the flow rate of the original problem will be a fraction 1/|T | of
the minimal cut capacity of the new network. We can now increase R and
repeat the process. If the desired rate R is not feasible then we must lower
R.

One can similarly treat problems with multiple sources K = {s1, s2, . . . , s|K|}
and one destination t, called the incast problem. Source sk desires a flow of
rate Rk, k = 1, 2, . . . , |K|. A simple approach is to convert the problem into
a unicast problem by introducing a “super-source” node s and edges (s, sk)
with capacities Rk, k = 1, 2, . . . , K. Now use the labeling flow-augmenting
path algorithm to check whether the desired rates are feasible. If so, then
one can increase one or more of the rates. If not, then one must reduce one
or more of the rates.
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Chapter 13.

Network Coding

13.1. Introduction

The previous chapter focussed on unicast and flow. We found that, for
unit-capacity edges, maximizing flow amounts to transmitting packets along
edge-disjoint paths. This chapter concentrates on multicast. Moreover, we
would like to know if one can do more than flow, both for unicast and
multicast.

To determine the maximal communication rate, we need to specify more
precisely the capabilities of a network node. We shall consider three succes-
sively more general approaches beyond the flow formulation. Note that a
communications node is in general a computer with both memory (a buffer)
and a processor. A node can accept incoming packets, store these pack-
ets, process them, and transmit new packets. We consider three types of
processing:

• Copy: A node can copy any fragments of its incoming packets to
any of its outgoing edges. The terminology “flow” is not appropriate
anymore because we do not have flow conservation.

• Linear Coding: A node breaks each incoming packet into strings of n
bits and maps these to elements of the finite field GF(2n). These field
elements can be linearly combined, the combinations being formed
both by field elements of the same packet (intra-packet coding) and
field elements of different packets (inter-packet coding). The linear
combinations are reassembled into new packets and transmitted, per-
haps with headers specifying how the linear combining was done.

• Non-linear Coding: Similar to the linear case except that packets
are manipulated, combined, and transmitted using any functions (not
necessarily linear).

We remark that we distinguish linear and non-linear coding because of the
practical importance of linear coding. Furthermore, the linear coding frame-
work lets one use sophisticated algebraic tools to develop theory and to
design encoders and decoders.
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184 Chapter 13. Network Coding

13.2. Copying and Steiner Trees

The routing and copying problem can be defined in terms of trees rooted at
s, that span the destination nodes in T , and whose leaves are elements of
T . Such trees are known as Steiner trees [1, p. 4]. The idea is that every
Steiner tree node copies its incoming packets to all of its outgoing edges
that are part of the tree. Let {T1, T2, T3, . . .} be the set of Steiner trees
rooted at s and suppose we associate the rate Ri with Ti. A (not especially
insightful) linear program for maximizing the multicast rate is

maximize
∑
i

Ri (13.1)

subject to∑
i: (u,v)∈Ti

Ri ≤ c(u, v) for all (u, v). (13.2)

0 ≤ Ri for all k. (13.3)

As before, such problems can be dealt with by using standard linear program
solvers. However, finding all Steiner trees is usually difficult because there
are many such trees. This is similar to the problem of finding all paths from
s to t for the unicast problem.

To illustrate the differences between flow and copying, consider the network
shown in Fig. 13.1. We wish to multicast packets from node s = 1 to the
destination nodes T = {6, 7}. Suppose that all edges have unit capacity.
The maximal multicast flow rate is easily found to be R = 1: we introduce
a “super-destination” node t with edges (6, t) and (7, t) having infinite ca-
pacity. The minimal cut capacity of the new network is 2, so the multicast
flow rate is at most R = 2/|T | = 1 (see Ch. 1, Sec. 6.2). But we can send
1 unit of flow along the paths (1, 2, 6) and (1, 3, 7).

Next, suppose that nodes can copy. The Steiner trees rooted at s that span
the nodes in T are:

T1 = {(1, 2), (1, 3), (2, 6), (3, 7)}
T2 = {(1, 2), (2, 4), (2, 6), (4, 5), (5, 7)}
T3 = {(1, 2), (2, 4), (4, 5), (5, 6), (5, 7)}
T4 = {(1, 3), (3, 4), (3, 7), (4, 5), (5, 6)}
T5 = {(1, 3), (3, 4), (4, 5), (5, 6), (5, 7)}
T6 = {(1, 2), (1, 3), (2, 6), (3, 4), (4, 5), (5, 7)}
T7 = {(1, 2), (1, 3), (2, 4), (3, 7), (4, 5), (5, 6)}.

An optimal way of assigning rates to these trees turns out to be

(R1, R2, R3, R4, R5, R6, R7) = (1/2, 1/4, 1/4, 1/4, 1/4, 0, 0)

so that the overall rate is 3/2. Finally, it is easy to check that the minimal
cut from the source to any destination is 2. Is the maximal communication
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1
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Figure 13.1.: An example network.

rate therefore not the minimal cut capacity? More basically, is the minimal
cut capacity still an upper bound on the communication rate if we are
permitted to do more than flow?

13.3. Minimal Cut Capacity

Before considering linear coding, we establish that the minimal cut capacity
is an upper bound on the communication rate for any linear or non-linear
coding method. We further generalize this bound for multiple sources and
multiple destinations, e.g., the multiple-unicast or incast problems.

We consider the following communications model:

• Every edge has unit capacity and is used n times. Let Xe,i be the ith
bit carried on edge e and write Xe = [Xe,1, Xe,2, . . . , Xe,n]. We write
XS1,S2 for the bits carried on the edges going from a node in S1 to a
node in S2.

• There are M messages Wm, m = 1, 2, . . . ,M , and message Wm takes
on 2nRm values. The number Rm is the rate of message Wm in bits
per edge use. The messages are independent in the sense that for any
choice of any M − 1 messages, one can freely choose the remaining
message from any of its possible values.

• Node u, u ∈ V , has incoming edges I(u) and outgoing edges O(u).
LetM(u) be the set of indices of the messages to which node u has
access. Then the Xf , f ∈ O(u), are functions of {Wm : m ∈ M(u)}
and {Xe : e ∈ I(u)}.

• Let M̂(u) be the set of indices of the messages destined for node u.
The reconstructions Ŵ (u)

m , m ∈ M̂(u), of Wm at node u are functions
of {Wm′ : m′ ∈M(u)} and {Xe : e ∈ I(u)}.
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Similar to before, a cut separating the message Wm from one of its re-
constructions Ŵ (u)

m is a set of edges (S,Sc) such that m ∈ ∪v∈SM(v),
m /∈ ∪v∈ScM(v), and u ∈ Sc. The capacity c(S,Sc) of the cut is defined
in the same way as before. Now let M(S,Sc) be the set of indices of the
messages separated from one of their reconstructions by the cut (S,Sc). We
have

{Ŵ (u)
m : m ∈M(S,Sc), u ∈ Sc} = g

(
XS,Sc ,

⋃
u∈Sc
{Wm : m ∈M(u)}

)
(13.4)

for some function g(·). But observe that if all message reconstructions are
correct, i.e., Ŵ (u)

m = Wm for all u, then the left-hand side of (13.4) takes
on exactly ∏

m∈M(S,Sc) 2nRm values. Furthermore, the right-hand side of
(13.4) must take on exactly this number of values for any choice of messages⋃
u∈Sc{Wm : m ∈ M(u)}. But this number is at most the number of values

that XS,Sc can take on, namely 2nc(S,Sc). We therefore have the cut bound∑
m∈M(S,Sc)

Rm ≤ c(S,Sc). (13.5)

For example, for multicast we have the bound R ≤ c(S,Sc) for any cut
(S,Sc) to any destination.

13.4. Linear Coding

Our communications model specified Xf , f ∈ O(u), to be a function of
{Wm : m ∈ M(u)} and {Xe : e ∈ I(u)}. Suppose we choose all Xe from
the finite field GF(q) where q = 2n (cf. [2, 3, 4]). For simplicity, we will write
symbols in GF(q) without boldface, i.e., we write Xe as Xe. We sometimes
consider Xe to be a symbol from GF(q) where q 6= 2n to illustrate concepts.
We choose the message Wm to be a row vector of length Rm in GF(q), and
we write its ith entry as Wm,i. We further require all node functions to be
linear in the sense that for node u we have

Xf =
 ∑
e∈I(u)

ae,fXe

+
 ∑
m∈M(u)

Rm∑
i=1

b(m,i),fWm,i

 , f ∈ O(u) (13.6)

Ŵ
(u)
m,i =

 ∑
e∈I(u)

ce,(m,i)Xe

+
 ∑
m′∈M(u)

Rm′∑
i′=1

d(m′,i′),(m,i)Wm′,i′

 , (13.7)

m ∈ M̂(u), 1 ≤ i ≤ Rm

where the ae,f , b(m,i),f , ce,(m,i), and d(m′,i′),(m,i), are constants in GF(q). For
example, the multicast problem has one message W = [W1,W2, . . . ,WR]
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and (13.6) and (13.7) simplify to

Xf =
{ ∑

e∈I(s) ae,fXe +∑R
i=1 bi,fWi, f ∈ O(s)∑

e∈I(u) ae,fXe, f /∈ O(s) (13.8)

Ŵ
(t)
i =

∑
e∈I(t)

ce,iXe, t ∈ T , 1 ≤ i ≤ R. (13.9)

Observe that all Xf and Ŵ
(t)
i are functions of W only. We associate two

row vectors with every edge f originating at a node u:

• The local coding vector af = [ae,f : e ∈ I(u)] with the local coding
coefficients ae,f .

• The global coding vector gf = [gf,i : i = 1, 2, . . . , R] which specifies
how Xf is generated by W, i.e., we have Xf = WgTf where gTf is the
transpose of gf .

13.4.1. Network Codes as Linear Systems

The collection of equations (13.8) and (13.9) can be viewed as a linear system
that we wish to write using transfer functions. Let A be the |E|×|E| matrix
of edge-to-edge coefficients ae,f , B be a R×|E| matrix that has the message-
to-edge coefficients bi,f for f ∈ O(s), and Ct be the |E| × R matrix that
has the edge-to-message coefficients ce,i for e ∈ I(t) and t ∈ T . We further
write X = [Xe : e ∈ E ] and Ŵ(t) = [Ŵ (t)

1 , Ŵ
(t)
2 , . . . , Ŵ

(t)
R ]. We define B and

Ct implicitly by the equations

X = XA + WB (13.10)
Ŵ(t) = XCt. (13.11)

For example, for the linear network code of Fig. 13.1 we choose the edges
in the order (1, 2), (1, 3), (2, 4), (2, 6), (3, 4), (3, 7), (4, 5), (5, 6), (5, 7), to
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express A, B, C6, and C7 as

A =



0 0 a12,24 a12,26 0 0 0 0 0
0 0 0 0 a13,34 a13,37 0 0 0
0 0 0 0 0 0 a24,45 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 a34,45 0 0
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 a45,56 a45,57
0 0 0 0 0 0 0 0 0
0 0 0 0 0 0 0 0 0


(13.12)

a12,24 = 1, a12,26 = 1; a13,34 = 1, a13,37 = 1
a24,45 = 1; a34,45 = 1; a45,56 = 1, a45,57 = 1

B =
[
b1,12 b1,13 0 0 0 0 0 0 0
b2,12 b2,13 0 0 0 0 0 0 0

]
b1,12 = 1, b1,13 = 0
b2,12 = 0, b2,13 = 1 (13.13)

C6 =
[

0 0 0 c26,1 0 0 0 c56,1 0
0 0 0 c26,2 0 0 0 c56,2 0

]T
c26,1 = 1, c56,1 = 0
c26,2 = 1, c56,2 = 1

(13.14)

C7 =
[

0 0 0 0 0 c37,1 0 0 c57,1
0 0 0 0 0 c37,2 0 0 c57,2

]T
c37,1 = 1, c57,1 = 1
c37,2 = 0, c57,2 = 1

(13.15)

where aij,kl = a(i,j),(k,l) and similarly for bi,jk and cij,k. The diagonal elements
of A are in bold to show that A is strictly upper-triangular. In fact, one
can readily check that the matrix of edge-to-edge coefficients of any acyclic
graph can be written as a strictly upper-triangular matrix. The matrix
I−A is thus invertible and we can rewrite (13.10) and (13.11) as

X = WB(I−A)−1 (13.16)
Ŵ(t) = WB(I−A)−1Ct. (13.17)

where I is the |E| × |E| identity matrix. The transfer matrix from s to t,
t ∈ T , is B(I−A)−1Ct.

We remark that node 4 in Fig. 13.2 performs a linear combining that is
reflected by having two non-zero entries in the 7th column of A. Similarly,
nodes 6 and 7 perform linear combining as reflected by having two non-zero
entries in the 2nd and 1st columns of C6 and C7, respectively.

Finally, we point out interesting consequences of having strictly upper-
triangular A. First, we find that Ai = 0 if i ≥ L (such a matrix is called
nilpotent) where L is the longest path from node s to any node t in T . We
thus compute

(I−A)−1 = I + A + A2 + . . .+ AL−1. (13.18)

For example, for the network of Fig. 13.2 we have L = 4 and (I−A)−1 is

Multi-User Information Theory LNT, TUM



13.4. Linear Coding 189

6

1

2

7

3
4

5

W1 W2

W1 W2

W2

W1 + W2

W1

W = [W1, W2]

Ŵ(7)Ŵ(6)

Figure 13.2.: An example of a linear network code.



1 0 a12,24 a12,26 0 0 a12,24a24,45 a12,24a24,45a45,56 a12,24a24,45a45,57

0 1 0 0 a13,34 a13,37 a13,34a34,45 a13,34a34,45a45,56 a13,34a34,45a45,57

0 0 1 0 0 0 a24,45 a24,45a45,56 a24,45a45,57

0 0 0 1 0 0 0 0 0
0 0 0 0 1 0 a34,45 a34,45a45,56 a34,45a45,57

0 0 0 0 0 1 0 0 0
0 0 0 0 0 0 1 a45,56 a45,57

0 0 0 0 0 0 0 1 0
0 0 0 0 0 0 0 0 1


.

(13.19)

One can check that the R×R transfer matrix B(I−A)−1Ct has as entries
sums over paths from s to t of the products of the ae,f , bi,f , and ce,i encoun-
tered along these paths. For example, the transfer matrices for the network
of Fig. 13.2 are

B(I−A)−1C6 =
[
b1,12 b1,13
b2,12 b2,13

] [
a12,26 a12,24a24,45a45,56
0 a13,34a34,45a45,56

] [
c26,1 c26,2
c56,1 c56,2

]
(13.20)

B(I−A)−1C7 =
[
b1,12 b1,13
b2,12 b2,13

] [
0 a12,24a24,45a45,57
a13,37 a13,34a34,45a45,57

] [
c37,1 c37,2
c57,1 c57,2

]
.

(13.21)

13.4.2. Two Lemmas

We prove two technical lemmas that will be useful below. Let F[x1, . . . , xN ]
be the ring of polynomials in the indeterminates xi, i = 1, 2, . . . , N , with
coefficients in the finite field F. For example, if F = GF(4) = {0, 1, D, 1+D}
then a polynomial in F[x1, x2, x3] of degree 2 in each of the indeterminates
is D + (1 +D)x1x2 + x2

1 + (1 +D)x1x
2
2x

2
3.
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Lemma 13.24 A non-zero polynomial P (x1, x2, . . . , xN) ∈ F[x1, x2, . . . , xN ]
with maximal degree d, d < |F|, in any indeterminate evaluates to a non-
zero field value for some choice of (x1, x2, . . . , xN) with xi ∈ F for all i.

Proof. Consider P (x1, x2, . . . , xN) as a polynomial in x1 with coefficients in
F[x2, x3, . . . , xN ], at least one of which must be non-zero. If we can make this
non-zero coefficient evaluate to a non-zero field value for some x2, x3, . . . , xN
then the polynomial in x1 has at most d roots in F and we choose x1 as
any of the remaining field values. So consider this (non-zero polynomial)
coefficent as a polynomial in x2 with coefficients in F[x3, x4, . . . , xN ], at least
one of which must be non-zero. Repeating the same steps as for x1 for all
N variables, the theorem is proved. �

Lemma 13.25 Consider a non-zero polynomial P (x1, . . . , xN) ∈ F[x1, . . . , xN ]
with degree di, di < |F|, in the indeterminate xi for i = 1, 2, . . . , N . For
random variables Xi, i = 1, 2, . . . , N , that are indepedent and uniform over
F, we have

Pr [P (X1, X2, . . . , XN) 6= 0] ≥
N∏
i=1

(
1− di
|F|

)
. (13.22)

Moreover, if d and d̄ are the maximum and average degrees, respectively,
then the right-hand side of (13.22) is lower-bounded by

N∏
i=1

(
1− di
|F|

)
≥
(

1− d

|F|

)Nd̄/d
≥
(

1− d

|F|

)N
. (13.23)

Proof. The polynomial evaluates to a non-zero value if at every step in the
proof of Lemma 13.24 we do not choose one of the polynomial roots. But
the probability of choosing a non-root at step i is at least (|F| − di)/|F|
and the events are independent. This proves (13.22). Next, by Bernoulli’s
inequality, we have 1−rx ≥ (1−x)r if 0 ≤ x ≤ 1 and 0 ≤ r ≤ 1.1 Choosing
r = di/d and x = d/|F| gives 1 − di/|F| ≥ (1 − d/|F)di/d and thereby the
first inequality in (13.23). The second inequality in (13.23) follows because
d̄ ≤ d. �

As a simple example we shall be interested in below, suppose we have
|F| = 2d, N = 1, and we choose the variable x1 uniformly from F. By
Lemma 13.25, the probability that P (x1) evaluates to zero is at most 1/2.
Thus, on average 2 random experiments suffice to find an x1 for which
P (x1) 6= 0.

As a second example, consider the polynomial P (x1, x2) = x1(x1 + 1)x2
that has d = 2 and d̄ = 3/2. The polynomial clearly evaluates to zero for

1Observe that the Taylor series expansion of (1 − x)r about x = 0 is 1 − rx + r(r −
1)x2/2− r(r − 1)(r − 2)x3/6 + . . . and that every term after the first is non-positive
for 0 ≤ x ≤ 1 and 0 ≤ r ≤ 1.
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any choice of x1 in GF(2). However, over GF(3) = {0, 1, 2} we find that
(x1, x2) = (1, 1) gives P (1, 1) = 2 and (x1, x2) = (1, 2) gives P (1, 1) = 1. In
fact, these pairs are the only choices that make P (x1, x2) non-zero. Thus, if
we had chosen (x1, x2) uniformly from the 9 possible values, we would have
found a non-zero solution with probability 2/9 ≈ 0.222 which is precisely
the right-hand side of (13.22). We similarly compute (1 − d/|F|)Nd̄/d =
(1/3)1.5 ≈ 0.192 and (1− d/|F|)N = 1/9 ≈ 0.111.

13.4.3. Multicast Capacity

We determine the maximal multicast rate R achieved with linear network
coding. We restrict attention to acyclic graphs having a unique root node
s. Recall from Sec. 13.3 that R is at most the minimal cut capacity to
any destination. To achieve this rate, say Rc, we choose R = Rc and
W = [W1,W2, . . . ,WR]. We must further find matrices A, B, and Ct,
t ∈ T , so that Ŵ(t) = W for all t ∈ T . This amounts to showing that we
can make the R × R transfer matrices B(I −A)−1Ct, t ∈ T , to all be the
R×R identity matrix. In fact, it suffices to make the transfer matrices have
full rank since we can always post-multiply by matrix inverses.

We test for full rank by considering determinants. Let |M| be the determi-
nant of matrix M. We use the following simple lemma that follows from
the Laplace Expansion Theorem for determinants.

Lemma 13.26 Consider the matrix

M =
[

M1 M2
0 M3

]
(13.24)

where M1 and M3 are square matrices and 0 is an all-zeros matrix. We
have |M| = |M1||M3|.

Let M1 = B(I − A)−1Ct, M2 = B(I − A)−1, and M3 = I. For acyclic
graphs, we know that some permutation of the edge labels makes A strictly
upper-triangular, so we have |I−A| = ±1. We use Lemma 13.26 to compute

∣∣∣B(I−A)−1Ct

∣∣∣ =
∣∣∣∣∣ B(I−A)−1Ct B(I−A)−1

0 I

∣∣∣∣∣
=
∣∣∣∣∣ B(I−A)−1Ct B(I−A)−1

0 I

∣∣∣∣∣ · (±1) ·
∣∣∣∣∣ I 0
−Ct I−A

∣∣∣∣∣
= ±

∣∣∣∣∣ 0 B
−Ct I−A

∣∣∣∣∣ . (13.25)

We point out that every variable ae,f , bi,e, and ce,i appears exactly once in
the matrix of (13.25). Thus, by Leibniz formula for the matrix determinant,
we find that (13.25) is a multi-variate polynomial Pt(·) where every variable
has degree one. Furthermore, Pt(·) must be non-zero because we can find
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R edge-disjoint paths from node s to node t, and hence we can choose the
variables as only zero or one and still make (13.25) non-zero.

The final step is to show that B(I−A)−1Ct can have rank R for all t ∈ T .
An equivalent question is whether the product of the determinants∏

t∈T
Pt (ae,f , bi,e, ce,i : (e, f) ∈ E × E , i = 1, 2, . . . , R) (13.26)

can be made non-zero. But the degree of any variable in (13.26) is at
most |T |. Lemma 13.24 thus guarantees that we can achieve rate R to all
destinations as long as |F| > |T |. For F = GF(2n) this means that the
number of bits n in any symbol is greater than log2 |T |. We have thus
proved the following remarkable max-flow, min-cut result.

Theorem 13.27. The maximal multicast rate from node s to the nodes in
T in an acyclic directed graph is the minimum over t ∈ T of the minimal
cut capacity of all cuts separting s and t. Moreover, this multicast rate is
achieved with a linear network code over any finite field F with |F| > |T |.

To complete this section, we make some additional remarks. First, Theo-
rem 13.27 is also valid for cyclic directed graphs by converting each cyclic
graph G = (V , E) into a collection of acyclic graphs indexed by the number
of times every vertex is used. The idea is to copy the graph vertices, say, T
times and index each vertex with a τ , τ = 1, 2, . . . , T . Now draw an edge
from vertex u at time τ to vertex v at time τ + 1 if (u, v) ∈ E . The new
graph is acyclic and the maximal multicast rate of the original cyclic graph
can be shown to be the same as the limit in T of the sequence of maxi-
mal multicast rates of the T th acyclic network. An alternative approach to
dealing with cyclic networks is developed in Sec. 13.4.7 below.

Next, consider the matrix B. We can choose B to be the concatenation of
the R × R identity matrix and an all-zeros matrix with R rows as follows.
We introduce a node s′ and R parallel edges from s′ to s. Node s′ becomes
the new source node and node s becomes a non-source node. Finally, we
augment the matrix A with R rows and R columns corresponding to the R
edges entering s.

A similar artifice lets us make the entries of Ct correspond to a permutation
of the identity matrix: we introduce a node t′ and R parallel edges from t′

to t. Node t′ becomes a new destination node and node t becomes a non-
destination node. We again augment the matrix A with R rows and R
columns. The same procedure is repeated for all destination nodes.

13.4.4. Network Coding for Reliability

Suppose we are interested not only in rate but also reliability. For example,
suppose that edge e can fail by which we mean that ae,f = 0 for all f .
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(We can similarly model node u failures by setting ae,f = 0 for all (e, f) ∈
I(u) × O(u).) A failure pattern is a set of edges that fail. Let F be the
collection of failure patterns that we wish to tolerate if the source node is
unaware of the failures but the destinations are informed of which failure
pattern occurred. Of course, we might need to communicate at a multicast
rate R that is less than the original minimal cut capacity Rc.

We can solve such problems as follows: we compute the minimum over
all elements of F of the minimal cut capacity R′c to any destination. The
product of determinants (13.26) is therefore non-zero for any failure pattern
because we can find R′c edge-disjoint paths to any destination under any
failure pattern. It remains to ensure that we can make (13.26) non-zero
for all failure patterns, i.e., the product over F of (13.26) is non-zero. But
the degree of any variable in the resulting polynomial is at most |F| · |T |.
Hence, as long as F satisfies |F| > |F| · |T |, Lemma 13.24 ensures that we
can find a linear network code of rate R′c that tolerates the failures. We
cannot find a better rate by the cut bound (13.5).

We remark that the above approach is also useful for unicast, in which case
we have |T | = 1 and require |F| > |F|. We further remark that for large
collections F one may wish to code at the source, i.e., add redundancy to the
transmitted data stream in addition to increasing the field size and coding
in the network. In fact, one way to code at the source is to introduce a new
node s′ and R′c parallel edges between s′ and s, as we have already done in
Sec. 13.4.3. An example of such an approach is shown in Fig. 13.3 where
R′c = Rc = 2.

5 6

3

Source

42

7

1

W2
W1

s!

W1 + W2

W1 W2

W = [W1, W2]

Ŵ(7)Ŵ(5) Ŵ(6)

Figure 13.3.: Example where “coding at the source” transforms into “coding
in the network”.

13.4.5. A Linear Network Coding Algorithm

We have until now focussed on demonstrating the existence of linear codes
that achieve the maximal multicast rate. The approach of Sec. 13.4.3 de-
termines local coding coefficients ae,f by using the polynomial determinants
of the linear-system transfer matrices. We next develop a Linear Network
Coding (LNC) algorithm that constructs a linear network code of maximal
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rate by using the global coding vectors ge to choose the ae,f . The success
of this algorithm provides an alternative and constructive proof of Theo-
rem 13.27. In fact, the LNC algorithm gives an improved bound on the
field size and can construct linear network codes that tolerate edge failures
(see Sec. 13.4.8).
Consider an acylic graph G and enumerate its nodes from 1, 2, . . . ,V so that
u < v if there is a directed path from u to v. Such an ordering is called a
topological sort or an ancestral ordering of the graph nodes and is often used
to schedule a sequence of jobs represented by the vertices. We will similarly
use the ordering to schedule a sequence of algorithmic steps.
The first step of the algorithm is to compute Rc by executing the labeling
flow-augmenting path algorithm of Ch. 1.4 once for every destination node
t, t ∈ T . As a result, we also determine Rc edge-disjoint paths from s
to every t ∈ T (note that these paths are not necessarily edge-disjoint
across destination nodes). We denote the paths for destination t by Pt(r),
r = 1, 2, . . . , R. The remaining steps of the algorithm consider only the
subgraph of G that has the nodes and edges of these Rc|T | paths.
The algorithm proceeds to visit the nodes with outgoing edges in their
topological order and updates the local coding vector af . To do this, the
algorithm stores and updates the following objects.

• One length-|T | vector re = [re,1, re,2, . . . , re,|T |] for every edge e. Entry
re,t specifies that edge e lies on path number re,t to the tth destination
(in topological order). If e is not a part of any path to destination t,
set the corresponding number to be zero.

• One ordered set Et = {et(1), et(2), . . . , et(R)} of size R for every des-
tination. The element et(r) is the most recently visited edge e along
path Pt(r). All Et are initialized to be {(s′1, s), (s′2, s), . . . , (s′R, s)}.

• One R×R matrix Gt for every destination. The rth row of Gt is the
global coding vector ge of the most recently visited edge e along Pt(r).
All Gt are initially the identity matrix.

• Optionally, the matrix Ht = G−1
t .

Suppose the algorithm is at node u. The algorithm successively visits each
outgoing edge f of u and updates af as follows.

• Using rf , determine the paths that have outgoing edge f . Using Et,
identify the incoming edges of u along these paths. Using Gt, identify
the ge of these edges.

• Choose af so that after replacing the identified ge in their matrices
Gt by the common

gf =
∑

e∈I(u)
ae,f ge (13.27)

one does not reduce the rank of any of the matrices.
– If the ge are identical or weighted versions of each other then

choose ae,f = 1 for one of the e, and ae,f = 0 for all the other e.
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– Otherwise choose af either at random or deterministically. Both
methods can make use of Ft, as described below.

• Store the new af and replace the identified ge in their matrices Gt by
the vector (13.27). Also replace the corresponding entries in the sets
Et with edge f .

The algorithm completes successfully if after having visited all nodes with
outgoing edges all the matrices Gt, t ∈ T , have full rank. It remains to
show that full rank can be maintained when the algorithm visits a node u.
To do this, we consider the random approach to choosing af and refer to [5]
for a description of a deterministic approach.

Consider node u and its outgoing edge f . Suppose for simplicity that rf =
[r1, r2, . . . , rN , 0, . . . , 0] so that f is part of the paths P1(r1),P2(r2), . . . ,PN(rN)
where N ≤ |T |. We also consider the edges e1(r1), e2(r2), . . . , eN(rN) and
the matrices G1,G2, . . . ,GN . The global coding vectors we are interested
in replacing are rows r1, r2, . . . , rN of the respective G1,G2, . . . ,GN .

Suppose we fix all ae,f except for the first one with e = e1(r1). Suppose
further that there are two choices for the remaining variable, say a′e,f and
a′′e,f , that make both the vectors

g′f =
(
a′e,f ge

)
e=e1(r1)

+
∑

r 6=r1, e=e1(r)
ae,f ge (13.28)

g′′f =
(
a′′e,f ge

)
e=e1(r1)

+
∑

r 6=r1, e=e1(r)
ae,f ge (13.29)

lie in the subspace spanned by the rows of G1 not including row r1. The
difference g′f−g′′f must therefore also lie in this subspace. But this is possible
only if a′e,f = a′′e,f because ge with e = e1(r) is linearly independent of the
other rows of G1.

We conclude that there is exactly one choice for ae1(r1),f so that gf in (13.27)
is linearly dependent on the remaining rows of G1. Thus, there are exactly
|F|N−1 choices for af that we wish to avoid for destination 1, and similarly
for the other N − 1 destinations. We thus need to avoid choosing at most
N |F|N−1 vectors. But there are |F|N choices for the af . Thus, as long as
|F| > N we can find an af that makes all Gt, t ∈ T , have full rank. In
fact, the field size can be chosen to satisfy |F| > maxeNe where Ne is the
number of paths in which edge e is included. Note that Ne ≤ |T |.

We have still not specified how to compute the af efficiently. However, using
the above analysis, the probability that a random choice for af causes any
Gt to lose rank is at most

N |F|N−1

|F|N
= N

|F|
≤ |T |
|F|

. (13.30)

For example, if we choose |F| = 2|T | then we need at most two random
choices on average to find an af that maintains rank for all Gt.
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Finally, we remark that keeping track of Ht = G−1
t lets one efficiently

test whether replacing one global vector with another maintains rank. We
refer to [5] for more details on this and deterministic versions of the LNC
algorithm.

13.4.6. Example Code Construction

Consider the network in Fig. 13.2. We use the LNC algorithm of the pre-
vious section to construct a network code that achieves the minimal cut
capacity Rc = 2. The resulting code will be slightly different than the code
of Fig. 13.2.

We have T = {6, 7}, R = 2, and choose F = 3. This field cannot be
represented by a vector of bits but it illustrates the procedure; we will see
that F = 2 suffices in what follows. The node ordering is 1,2,3,4,5,6,7. The
algorithm first finds the paths

t = 6 : P6(1) = {1, 2, 6}, P6(2) = {1, 3, 4, 5, 6} (13.31)
t = 7 : P7(1) = {1, 3, 7}, P7(2) = {1, 2, 4, 5, 7} (13.32)

and determines the vectors

r12 = [1, 2], r13 = [2, 1], r24 = [0, 2], r26 = [1, 0] (13.33)
r34 = [2, 0], r37 = [0, 1], r45 = [2, 2], (13.34)
r56 = [2, 0], r57 = [0, 2] (13.35)

and initializes

t = 6 : E6 = {(s′1, 1), (s′2, 1)}, G6 = I (13.36)
t = 7 : E7 = {(s′1, 1), (s′2, 1)}, G7 = I. (13.37)

The algorithm proceeds to set the local coding coefficients ae,f and modifies
the Et and Gt, t = 6, 7. We consider the nodes in order.

1. Consider node 1 and outgoing edge f = (1, 2). The vector r12 = [1, 2]
specifies that edge f is on paths 1 and 2 of destinations 6 and 7, respec-
tively. We thus consider the incoming edges (s′1, 1) and (s′2, 1) whose
global coding vectors are rows 1 and 2 of G6 and G7, respectively.
These rows are not identical or weighted versions of each other, so we
must choose a new vector bfg12. We select as′11,12 = 1 and as′21,12 = 1
so that g12 = [1, 1]. We further update

t = 6 : E6 = {(1, 2), (s′2, 1)}, G6 =
[

1 1
1 0

]
(13.38)

t = 7 : E7 = {(s′1, 1), (1, 2)}, G7 =
[

0 1
1 1

]
(13.39)

where the updated entries are in bold.
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Next, consider edge f = (1, 2) and r12 = [2, 1]. We thus consider edges
(s′2, 1) and (s′1, 1) and rows 2 and 1 of G6 and G7, respectively. We
must again choose a new vector, so we select as′11,13 = 0 and as′21,13 = 1
which makes g13 = [0, 1]. We update

t = 6 : E6 = {(1, 2), (1, 3)}, G6 =
[

1 1
0 1

]
(13.40)

t = 7 : E7 = {(1, 3), (1, 2)}, G7 =
[

0 1
1 1

]
. (13.41)

2. Consider node 2 that has only one incoming edge (1, 2). In this case,
we can only copy the incoming symbol to the outgoing edges, i.e., we
choose a12,24 = a12,26 = 1 so that g24 = g26 = [1, 1]. The matrices G6
and G7 do not change, we update only

t = 6 : E6 = {(2, 6), (1, 3)} (13.42)
t = 7 : E7 = {(1, 3), (2, 4)}. (13.43)

3. Node 3 has only one incoming edge (1, 3). Similar to node 2, we choose
a13,34 = a13,37 = 1 so that g34 = g37 = [0, 1], and G6 and G7 do not
change. We update only

t = 6 : E6 = {(2, 6), (3, 4)} (13.44)
t = 7 : E7 = {(3, 7), (2, 4)}. (13.45)

4. Node 4 has two incoming edges so we may need to code. Consider
outgoing edge f = (4, 5) and r45 = [2, 2]. We thus consider incoming
edges (3, 4) and (2, 4) and the second rows of G6 and G7. These rows
are different, so we select a34,45 = a24,45 = 1 which makes g45 = [1, 0].
We update

t = 6 : E6 = {(2, 6), (4, 5)}, G6 =
[

1 1
1 0

]
(13.46)

t = 7 : E7 = {(3, 7), (4, 5)}, G7 =
[

0 1
1 0

]
. (13.47)

5. Node 5 is the last node with outgoing edges, and it has only one
incoming edge (3, 5). Similar to nodes 2 and 3, we choose a45,56 =
a45,57 = 1 so that g56 = g57 = [1, 0]. We update

t = 6 : E6 = {(2, 6), (5, 6)} (13.48)
t = 7 : E7 = {(3, 7), (5, 7)}. (13.49)

Fig. 13.4 summarizes the linear network code installed by the LNC algo-
rithm. This code is slightly different than then one in Fig. 13.2, in the
sense that the global coding vectors are different. However, the local cod-
ing vectors of the non-source and non-destination nodes are the same as in
Fig. 13.2.
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Figure 13.4.: A second linear network code for the network of Fig. 13.2.

13.4.7. Convolutional Network Coding

We outline how to generalize the above theory and algorithm for linear
systems with memory. Consider a sequence {Xi : i = 0, 1, 2, . . .} of length-
|E| row vectors with entries in F. We introduce a delay operator D and
write

X(D) = X0 + X1D + X2D
2 + . . . (13.50)

and similarly for the other vectors in (13.10) and (13.11). We can alterna-
tively think of X(D) as a length-|E| row vector [Xe(D) : e ∈ E ] of Laurent
series in D.

We now modify (13.10) and (13.11) to be

X(D) = DX(D)A(D) + W(D)B(D) (13.51)
Ŵ(t)(D) = X(D)Ct(D). (13.52)

The idea is that every local coding coefficient ae,f (D) is a polynomial or ra-
tional with coefficients in F. Similarly, the bi,f (D) and ce,i(D) have become
polynomials or rationals. We will work with F = GF(2) since our field size
has effectively become infinitely large by permitting large delays. Of course,
we will usually be interested in minimizing the encoding and decoding de-
lays. The extra D in (13.51) models every edge as introducing one unit of
delay, and this lets us treat networks with cycles. Equations (13.16) and
(13.17) are now

X(D) = W(D)B(D)(I−DA(D))−1 (13.53)
Ŵ(t)(D) = W(D)B(D)(I−DA(D))−1Ct(D). (13.54)

The transfer matrix from s to t, t ∈ T , is thus B(D)(I−DA(D))−1Ct(D).
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[1 0]D

[1 1]D3[1 1]D3

[0 1]D

[1 1]D2

[0 1][1 0]

Figure 13.5.: An example of a linear network code for a graph with cycles.

The above procedure involves passing bit sequences through linear sequen-
tial circuits. We are thus using convolutional network codes and consider
operations as being performed over the field of binary Laurent series. We
will consider local coding coefficients that are either zero or are delayfree
and realizable rationals, i.e., the rationals have the form p(D)/q(D) where
p(D) and q(D) are polynomials with p(0) = q(0) = 1. Let d be the maxi-
mum permitted degree of the numerator or denominator of any local coding
coefficient. The number of rational coefficients we can choose is therefore
at least d (we count only the number of coefficients of the numerator to
avoid double counting rationals such as (1 +D)/(1 +D) = 1). Since we are
operating over a field, we can follow the same steps as in Sec. 13.4.2 and
Sec. 13.4.3 to prove the following result.

Theorem 13.28. The maximal multicast rate from node s to the nodes in
T in a directed graph is achieved with a convolutional network code over
GF(2) with d > log2 |T |.

For example, consider the network with cycles shown in Fig. 13.5 where
we have labeled the edges with their global coding vectors that include the
delays. For this particular example, the maximum degree d of any local
coding coefficient is zero.

13.4.8. Second Example Code Construction

One can extend the results of Sec. 13.4.4-13.4.6 to convolutional network
codes. For example, consider the network shown in Fig. 13.6 where the
edge labels give global coding vectors that achieve the maximum multicast
rate R = 4. Suppose, however, that we wish to tolerate the edge failure
patterns F = {∅, {(2, 9)}, {(6, 10)}, {(7, 11)}, {(6, 10), (7, 11)}}. We may as
well consider only the collection F = {{(2, 9)}, {(6, 10), (7, 11)}} because if
we can recover from a particular failure pattern then we can clearly recover
from any subset of this failure pattern. The minimal cut capacity across all
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(D) Ŵ(15)(D)

[1 1 0 0]D2

W(D) = [W1(D), W2(D), W3(D), W4(D)]

[1 0 0 0] [0 0 0 1]

Figure 13.6.: A linear network coding example with R = 4.

failure patterns is R = 2 and we might need to choose d > log2(|T ||F|) = 2;
we will see that d = 1 suffices.

To account for the failure patterns, we consider nodes 14 and 15 as being
two nodes each: 14’ and 14”, 15’ and 15”. Nodes 14’ and 15’ model desti-
nations 14 and 15, respectively, for the failure pattern {(2, 9)}. Similarly,
nodes 14” and 15” model destinations 14 and 15, respectively, for the fail-
ure pattern {(6, 10), (7, 11)}. The main trick is that the paths P14′(r) and
P15′(r), r = 1, 2, must avoid passing through node (2, 9), while the paths
P14′′(r) and P15′′(r), r = 1, 2, must avoid passing through nodes (6, 10) and
(7, 11). Other than these constraints, we simply use the LNC algorithm in
Sec. 13.4.6 with rational field elements.

The node ordering is 1, 2, . . . , 14, 15. The algorithm uses the paths

t = 14′ : P14′(1) = {1, 2, 6, 10, 14}, P14′(2) = {1, 3, 7, 11, 14} (13.55)
t = 15′ : P15′(1) = {1, 3, 6, 10, 15}, P15′(2) = {1, 4, 7, 11, 15} (13.56)
t = 14′′ : P14′′(1) = {1, 2, 9, 14}, P14′′(2) = {1, 4, 8, 12, 14} (13.57)
t = 15′′ : P15′′(1) = {1, 4, 8, 12, 15}, P15′′(2) = {1, 5, 13, 15} (13.58)

and determines the vectors re, e ∈ E and initializes

t = 14′ : E14′ = {(s′1, 1), (s′2, 1)}, G14′ = I (13.59)
t = 15′ : E15′ = {(s′1, 1), (s′2, 1)}, G15′ = I (13.60)
t = 14′′ : E14′′ = {(s′1, 1), (s′2, 1)}, G14′′ = I (13.61)
t = 15′′ : E15′′ = {(s′1, 1), (s′2, 1)}, G15′′ = I. (13.62)

The algorithm proceeds to set the local coding coefficients ae,f and modify
the Et and Gt.
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1. Consider node 1 and edge f = (1, 2) and update

t = 14′ : E14′ = {(1, 2), (s′2, 1)}, G14′ = I (13.63)
t = 15′ : E15′ = {(s′1, 1), (s′2, 1)}, G15′ = I (13.64)
t = 14′′ : E14′′ = {(1, 2), (s′2, 1)}, G14′′ = I (13.65)
t = 15′′ : E15′′ = {(s′1, 1), (s′2, 1)}, G15′′ = I. (13.66)

Observe that no matrix updates were needed. Next, consider edge
f = (1, 3) and update

t = 14′ : E14′ = {(1, 2), (1, 3)}, G14′ =
[

1 0
1 1

]
(13.67)

t = 15′ : E15′ = {(1, 3), (s′2, 1)}, G15′ =
[

1 1
0 1

]
(13.68)

t = 14′′ : E14′′ = {(1, 2), (s′2, 1)}, G14′′ = I (13.69)
t = 15′′ : E15′′ = {(s′1, 1), (s′2, 1)}, G15′′ = I. (13.70)

Consider edge f = (1, 4) and update

t = 14′ : E14′ = {(1, 2), (1, 3)}, G14′ =
[

1 0
1 1

]
(13.71)

t = 15′ : E15′ = {(1, 3), (1, 4)}, G15′ =
[

1 1
1 1 +D

]
(13.72)

t = 14′′ : E14′′ = {(1, 2), (1, 4)}, G14′′ =
[

1 0
1 1 +D

]
(13.73)

t = 15′′ : E15′′ = {(1, 4), (s′2, 1)}, G15′′ =
[

1 1 +D
0 1.

]
(13.74)

Consider edge f = (1, 5) and update

t = 14′ : E14′ = {(1, 2), (1, 3)} (13.75)
t = 15′ : E15′ = {(1, 3), (1, 4)} (13.76)
t = 14′′ : E14′′ = {(1, 2), (1, 4)} (13.77)
t = 15′′ : E15′′ = {(1, 4), (1, 5)}. (13.78)

The matrices do not need updating in this case.
2. Consider node 2 and observe that there is only one incoming edge.

The matrices thus need updating only in the sense that their rows
must be multiplied by D to account for the delay of edge (1, 2). After
processing edges (2, 6) and (2, 9), we have

t = 14′ : E14′ = {(2, 6), (1, 3)} (13.79)
t = 15′ : E15′ = {(1, 3), (1, 4)} (13.80)
t = 14′′ : E14′′ = {(2, 9), (1, 4)} (13.81)
t = 15′′ : E15′′ = {(1, 4), (1, 5)}. (13.82)
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3. Nodes 3, 4, and 5 have only one incoming edge and after processing
edges (3, 6), (3, 7), (4, 7), (4, 8), (5, 8), and (5, 13) we have

t = 14′ : E14′ = {(2, 6), (3, 7)} (13.83)
t = 15′ : E15′ = {(3, 6), (4, 7)} (13.84)
t = 14′′ : E14′′ = {(2, 9), (4, 8)} (13.85)
t = 15′′ : E15′′ = {(4, 8), (5, 13)}. (13.86)

4. Consider node 6 and edge f = (6, 10) and update

t = 14′ : E14′ = {(6, 10), (3, 7)}, G14′ =
[
D2 D

] [ 0 1
1 1

]
(13.87)

t = 15′ : E15′ = {(6, 10), (4, 7)}, G15′ =
[
D2 D

] [ 0 1
1 1 +D

]
(13.88)

t = 14′′ : E14′′ = {(2, 9), (4, 8)}, G14′′ =
[

1 0
1 1 +D

]
D (13.89)

t = 15′′ : E15′′ = {(4, 8), (5, 13)}, G15′′ =
[

1 1 +D
0 1.

]
D (13.90)

5. Consider node 7 and edge f = (7, 11) and update

t = 14′ : E14′ = {(6, 10), (7, 11)}, G14′ =
[

0 1
1 1

]
D2 (13.91)

t = 15′ : E15′ = {(6, 10), (7, 11)}, G15′ =
[

0 1
1 1

]
D2 (13.92)

t = 14′′ : E14′′ = {(2, 9), (4, 8)}, G14′′ =
[

1 0
1 1 +D

]
D (13.93)

t = 15′′ : E15′′ = {(4, 8), (5, 13)}, G15′′ =
[

1 1 +D
0 1.

]
D (13.94)

The remaining updates change only the edge sets and the delays of the
matrix rows. We summarize the resulting convolutional network code in
Fig. 13.7. Edge (5, 8) is drawn as a dashed line because it is not used, and
the edge labels are the global coding vectors. Recall that the destinations
need to know which failure pattern has occurred.

13.4.9. Random Linear Coding

The linear network codes of the previous sections were designed by using the
knowledge of the network graph. Suppose, however, that nodes have limited
network knowledge and must operate in a distrubted manner. An attractive
approach is to perform random network coding, i.e., every node u with two
or more input edges periodically chooses its local coding coefficients ae,f ,
(e, f) ∈ I(u) × O(u), uniformly at random from F (one can, of course,
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Figure 13.7.: A convolutional network coding example that tolerates certain
edge failures.

extend the following results for convolutional network codes). The nodes
with one input edge can simply choose ae,f = 1 for f ∈ O(u). We use
Lemma 13.25 to bound the probability that the network code can operate
at the minimal cut rate. We say that the edge f , f ∈ O(u), carries locally
random symbols if the ae,f , e ∈ I(u), are chosen at random (see [6]).

Theorem 13.29. Consider an acyclic directed graph with a source node s
and destination nodes T . Suppose the local coding coefficients are chosen
uniformly at random from F, |F| > |T |, and that the global coding vectors
of the edges in I(t) are known to t. The probability that the resulting
linear network code can multicast at the minimal cut capacity Rc to all
destinations is at least (

1− |T |
|F|

)ne
≥
(

1− |T |
|F|

)|E|
(13.95)

where ne is the maximum number of edges carrying locally random symbols
in any set of edge-disjoint paths connecting s to any destination t, t ∈ T .

Proof. Recall that we can consider the ce,i to be zero or one because desti-
nation t knows the global coding vectors of its edges I(t), and can invert its
transfer matrix as long as this matrix has full rank. Consider the matrix in
(13.25) and observe that every column corresponds to an edge. By Leibniz
formula for the matrix determinant, (13.25) is a sum of products where ev-
ery product has at most one coefficient ae,f or bi,f or ce,i for every edge e or
f . In fact, every product has only coefficients from edge-disjoint paths (for
example, the determinants of (13.20) and (13.21) have this property). To
verify this claim, note that a product with ae,f from paths with a common
edge requires at least two ae,f or bi,f in the product to have the same f , or
would require two ae,f or ce,i with the same e. But such coefficients appear
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in the same row or column of (13.25). The maximum sum-degree in the
variables ae,f and bi,f in (13.26) is therefore at most ne while the maximum
degree of any particular variable is |T |. We have the left-hand side of (13.95)
by using the first inequality in (13.23) with d = |T | and Nd̄ = |T |ne. The
inequality in (13.95) follows by ne ≤ |E|. �

We remark that random linear network coding requires the destinations to
know their global coding vectors, and this is possible as long as the nodes
forward their local or global coding vectors in the headers of their packets.
The overhead cost of such headers is negligible for long packets.

For example, suppose we choose F = GF(2128), i.e., we split each packet
into 128-bit pieces that are linearly combined. Suppose further that there
are |T | = 220 destinations and |E| = 230 edges, which would be a rather
large network. We compute(

1− |T |
|F|

)|E|
≈ 1− |E||T |

|F|
= 1− 2−78 (13.96)

which is unity from any practical perspective. Thus, even for large networks
we can use randomly-chosen coefficients to achieve the maximal multicast
rate. Extensions to coding for link or node failures can be done as described
in Sec. 13.4.4.

13.5. Random Non-linear Coding

Until now we have focussed primarily on linear network coding. However,
the first proof that the maximal multicast rate is the minimum of the mini-
mal cut capacities to any destination was based on random non-linear codes.
The main idea is that every non-source node u has O(u) functions au,f ,
f ∈ O(u), where au,f maps the |I(u)|n incoming bits to n bits for edge f .
Every function is chosen at random in the sense that every possible input
vector is mapped uniformly at random to every possible output vector. The
source node operates only slightly differently in that it receives only nR in-
formation bits rather than n, and it maps these nR bits to its outgoing
edges using randomly-chosen functions.

Destination t are can distinguish the information bits as long as each vector
of the nR information bits is mapped to a different collection of received
vectors Xn

t = [Xn
e : e ∈ I(t)]. Let Xn

e (m) be the vector on edge e if message
m is transmitted. An error occurs at destinatoin t if two different messages
m and m′ are mapped to the same vectors at destination t, i.e., we have
Xn
t (m) = Xn

t (m′).
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