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Our field has a rather remarkable history, in that it sprang almost fully fledged from the brow of one
individual. In his original papers [1], Claude Shannon both posed the fundamental problems of information
theory and also, to a large extent, answered them.

Shannon’s good news was this: for every memoryless channel there exists a parameter C , the channel
capacity, such that the probability of error Pr(E) can be made arbitrarily small for any rate R less than C
by use of an appropriate code and decoder. Good codes exist, and in fact a randomly chosen code will with
high probability turn out to be good.

Shannon left a few loose ends, which have kept researchers occupied for nearly 50 years. In particular,
his proof was nonconstructive, which left open the problem of finding specific good codes. Also, he assumed
exhaustive maximum-likelihood decoding, whose complexity is proportional to the number of words in the
code. It was clear that long codes would be required to approach capacity and therefore that more practical
decoding methods would be needed.

I arrived at M.I.T. in the early sixties, during what can be seen in retrospect as the first golden age of
information theory research. (It is notable that over half of the previous Shannon Lecturers were associated
with M.I.T. during that time.) Research at M.I.T. focused on two principal problems: how does Pr(E) go
to zero, and how does one practically approach capacity?

The culmination of the first line of research was Gallager’s elegant exponential error bounds for memo-
ryless channels [2]. Gallager showed that the probability of error of the best block code of length N and rate
R decreases exponentially with block length:

Pr(E) �= exp�NE(R);

where the error exponent E(R) is greater than zero for all rates R less than the capacity C . A typical plot of
E(R) vs. R for a very noisy channel, such as a power-limited Gaussian channel, is illustrated in Figure 1.
The low-rate straight-line portion of the curve can be derived by a simple union bound; it has a slope of -1
and a value of R0 at R = 0.

Figure 1. Gallager’s error exponent E(R) for a very noisy channel.

Like Shannon, Gallager continued to assume a randomly chosen code and maximum-likelihood decod-
ing. The decoding complexity G is then of the order of the number of codewords, G �= expNR, and there-
fore Pr(E) decreases only algebraically with decoding complexity:

Pr(E) �= G�E(R)=R:

It was well understood by this time that the key obstacle to practically approaching channel capacity
was not the construction of specific good long codes, although the difficulties in finding asymptotically good
codes were already apparent (as expressed by the contemporary folk theorem: “All codes are good, except
those that we know of” [3]). Rather, it was the problem of decoding complexity.

By the early sixties at M.I.T., the decoding problem was considered to be essentially solved by the com-
bination of:

� Long, randomly chosen (“probabilistic”) convolutional codes [4];
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� Sequential decoding [3].

Long convolutional codes have a dynamical structure which was at that time pictured as a branching tree
structure. Sequential decoding refers to a class of exhaustive tree search techniques that are characterized by
a probabilistic distribution of decoding computation. With an optimal choice of algorithm parameters, the
probability of the computation exceeding a certain number G is a Pareto (algebraic) distribution:

Pr(computation > G) �= G��(R):

The Pareto exponent �(R) is greater than one, and therefore the mean number of computations is bounded,
when R < R0 (the “computational cutoff rate,” which was then denoted as Rcomp).

For a long enough convolutional code, decoding errors do not occur; rather, decoding failures occur when
the number of computations exceeds some practical complexity limit G. Thus the probability of decoding
failure still decreases only algebraically rather than exponentially with complexityG; however, the complex-
ity is lower and is in a much more palatable form.

In practice, sequential decoding (e.g., the Fano algorithm [5]) proved to be an efficient method of achiev-
ing essentially zero error probability on any memoryless channel at any rate R < R0. There subsequently
developed a quasi-religious belief that R0 should be regarded as the “practical capacity” of a memoryless
channel and that by the use of sequential decoding the practical capacity could more or less be achieved.
Problem solved.

A lamentable consequence of this conclusion (which is rather ironic in view of the later history of se-
quential decoding) was that the M.I.T. information theory group, probably the greatest assemblage of talent
that our field has ever known, began to disperse to other fields and institutions, thus bringing to an end the
first golden age of information theory.

In my thesis, I took a different approach to the performance vs. complexity problem. My goal, which I
regarded as essentially theoretical, was to find a class of codes and associated decoders such that the prob-
ability of error could be made to decrease exponentially at all rates less than capacity, while the decoding
complexity increased only algebraically, so as to achieve an exponential tradeoff of performance vs. com-
plexity.

The solution that I arrived at was a multilevel coding structure that I called concatenated coding, illus-
trated in Figure 2 [6]. In what today we would call the lowest physical layer, a relatively short random “inner
code” is used with maximum-likelihood decoding to achieve a modest error probability like Pr(E) �= 10�2

at a rate near capacity. Then in a second layer, a long high-rate algebraic nonbinary Reed-Solomon (RS)
“outer code” is used with a powerful algebraic error-correction algorithm (preferably using reliability infor-
mation in error-and-erasure (E&E) or generalized-minimum-distance (GMD) decoding) to drive the error
probability as low as desired, with little rate loss.

Figure 2. Concatenated coding.

I showed that by proper choice of codes, the probability of error can be made to decrease exponentially
with overall code length N at all rates less than capacity:

Pr(E) �= exp�NEc(R);

where the concatenation exponent Ec(R) is less than E(R) but nonetheless positive for all R < C . Mean-
while, the decoding complexity is dominated by the complexity of the algebraic RS decoder, which increases
only algebraically with N .
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(At that time, the complexity of decoding an RS code with minimum distance d was of the order of O(d3)
for E&E decoding andO(d4) for GMD decoding, but soon the Berlekamp-Massey algorithm [7]-[8] reduced
these to O(d2) and O(d3), respectively. Remarkably, 25 years later at the 1993 ISIT, four different authors
[9]-[12], including the Shannon Lecturer (Berlekamp), independently described “one-pass” algorithms for
GMD decoding of RS codes that reduce GMD decoding complexity also to O(d2).)

Another theoretical problem of that era was to develop exponential error bounds for convolutional codes
analogous to Gallager’s bounds for block codes. The solution was the Viterbi-Yudkin [13]-[14] bound, which
has the form

Pr(E) �= exp��e(R);

where � is the constraint length of the convolutional code, and the convolutional error exponent e(R) is
greater than zero for all rates R less than the capacity C . A typical plot of e(R) vs. R for a very noisy
channel is illustrated in Figure 3. The exponent is equal to e(R) = R0 for all rates less than R0, and exceeds
the block code exponent for 0 < R < C; indeed, e(R)=E(R) goes to infinity as R approaches C .

Figure 3. Convolutional error exponent e(R) for a very noisy channel.

What is now called the Viterbi algorithm (VA) made its first appearance in the coding literature in [14] as
a proof technique to develop this theoretical result. Using the VA (which was later shown to be a maximum-
likelihood trellis search technique [15]-[16]), the decoding complexity is exponential in the constraint length,
G �= exp �R. Thus the probability of error again is only an algebraic function of complexity,

Pr(E) �= G�e(R)=R;

although the exponent e(R)=R is superior to that for block codes. (Interestingly, the complexity exponent is
equal to the Pareto exponent of sequential decoding [17], so the performance/complexity tradeoff of sequen-
tial decoding and of the VA are asymptotically equal.)

It is worth emphasizing that concatenated codes and the Viterbi algorithm were both developed in the
course of theoretical research into issues of asymptotic performance and complexity. At the time of their
development, neither was imagined to be practical. But as technology has advanced, both have turned out to
be valuable standard tools in the toolkit of the communications engineer. The moral is that research motivated
by good hard performance and complexity metrics tends to yield not only good papers, but also significant
contributions to practice.

The superiority of e(R) to E(R) was used to argue that convolutional codes were inherently superior to
block codes. Indeed, the relation between e(R) and E(R) is intimately related to the fact that for all R < C ,
an optimum block code can be constructed by properly terminating a random convolutional code. This is the
basis for the graphical construction (the “inverse concatenation construction” [18]) of e(r) from E(R) that
is schematically indicated in Figure 3.

However, this argument deserves a second look. If an optimum block code is in fact constructed as a
terminated convolutional code, then it can be decoded using the VA with a complexity only of the order of
G �= exp �R, not expNR. (Research on the currently hot topic of “trellis complexity of block codes” has re-
vealed similar complexity reductions for general linear block codes.) Then the only performance/complexity
difference between a convolutional code and a block code obtained by terminating it is the rate loss incurred
by the terminating “tail.” This loss can be made as small as desired by letting the block length become very
long; then there is no practical difference from a performance/complexity point of view between block and
convolutional codes. (Open question: can this rate loss be avoided in another way by using short “tail-biting”
block codes?)
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We conclude that the dynamical structure of convolutional (or block) codes does not prevent optimal
performance and permits reduced decoding complexity. Indeed on memoryless channels convolutional codes
(and more recently their trellis code cousins) are used almost universally today at the lowest physical layer.

What else can be said about what kinds of codes and decoding methods can approach the performance
promised by Shannon nearly 50 years ago, on the basis of our experience since then?

Codes with algebraic structure have been investigated since the earliest days of coding theory, with the
goals both of explicit specification of good long codes and also of making possible efficient practical decoding
algorithms.

Group structure (i.e., using symmetries in coding) certainly seems to be consistent with achieving channel
capacity. Indeed, Gallager’s bounds hold for codes which have a group property on appropriately symmet-
rical channels [19]; on a power-limited Gaussian channel with no bandwidth constraints, the highly sym-
metrical orthogonal, bi-orthogonal, or simplex codes can approach the Shannon limit [20]; and according to
“deBuda’s result,” lattice codes can approach the capacity of bandwidth-limited Gaussian channels [21] (a
result which Loeliger has shown is really about group codes over Zp [22]). Most of the best known trellis
codes have been shown to be representable as “group codes” [23]-[25] and thus to be “geometrically uni-
form” [26].

However, the well-known difficulties that have been encountered in finding classes of asymptotically
good algebraic block codes leave room for doubt about the asymptotic usefulness of multiplicative structure.
Of course, Reed-Solomon codes [27], which are based on the fundamental theorem of algebra, are optimal
and also highly useful, but they are not asymptotic. But one wonders whether the enormous amount of work
that has been devoted to cyclic codes (e.g., binary BCH codes) has not been disproportionate to the practical
payoff. However, in view of the exciting current work on codes from algebraic geometry, some of which are
asymptotically good, it is still too early to come to any final conclusions about this question.

A very significant recent result [28]-[29], which follows easily from the chain rule of information theory,
is that in principle one can approach the capacity of channels which support many bits per symbol (e.g., band-
limited Gaussian channels) by multilevel codes and multistage decoding, in which coding and decoding at
each level are completely decoupled [30]. The results of [29] using “turbo codes” [31] at each level show
that this result is not merely theoretical.

As far as decoding methods that are useful in getting to the Shannon limit, the general approach of con-
catenated coding still seems to be largely valid. At the lowest physical layer, one should use near-optimum
decoding of moderate-complexity codes, preferably convolutional/trellis codes; maximum-likelihood (VA)
decoding, bounded-distance (Euclidean, not Hamming) decoding, or even sequential decoding are all reason-
able candidates. The place for algebraic codes such as Reed-Solomon codes is at higher levels, where they
can also serve for burst correction and/or error detection. Reliability information should be used wherever
possible.

However, recent results on iterative decoding of “turbo codes” [31], which have achieved low error prob-
abilities at rates well beyond R0, turn conventional wisdom on its head and suggest fundamentally new tech-
niques. Beyond R0, there is an explosion of multiplicity of near neighbors which causes the divergence of
the union bound and the computational failure of sequential decoding, and which is seen empirically in long
dense codes and lattices. “Turbo codes” attack multiplicity rather than error exponent, using long interleavers
to obtain an “interleaving gain” in the error coefficient, which suffices to achieve a desired finite coding gain
at a non-asymptotic Pr(E) [32]. Moreover, the success of the iterative decoding method used with “turbo
codes” shows that nonlinear bootstrapping methods are unexpectedly effective in the challenging regime be-
tween R0 and C .

Finally, we may mention some recent results on the kinds of equalization that are consistent with ap-
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proaching the capacity of a general linear Gaussian channel, where one must contend with intersymbol in-
terference (ISI) as well as with Gaussian noise.

Shannon showed that the optimum (capacity-achieving) transmitted spectrum may be computed by the
well-known “water-pouring” method, which usually results in the transmitted power going to zero at the
band edge [19]. Single-carrier modulation with linear equalization leads to excessive noise enhancement in
this case. Maximum-likelihood sequence detection (not “estimation”; sorry) is known to be optimal for ISI
channels [33], but is usually too complex to be feasible.

One long-known method for dealing with these problems is to use multicarrier modulation to split the
channel up into many independent narrow subchannels. If the bands are sufficiently narrow, then each sub-
channel may be regarded as an ideal (ISI-free) Gaussian channel, and only trivial equalization is required.
Achieving the capacity of each subchannel independently by appropriate bit rate and power allocation be-
tween subchannels will achieve the capacity of the aggregate channel. There has been much recent practical
development of multicarrier techniques [34].

An alternative is to use single-carrier modulation with an equalization method that achieves the perfor-
mance of decision-feedback equalization (DFE). “Price’s result” [35]-[36] shows that at a high signal-to-
noise ratio (SNR), the gap between uncoded modulation and capacity using zero-forcing DFE is the same
on any linear Gaussian channel with ISI as it is on the ideal channel with no ISI. More recently this result
has been shown to hold at any SNR with minimum-mean-squared-error (MMSE) DFE [37]. Furthermore,
practical methods have been found to obtain MMSE-DFE performance in combination with the coding (and
shaping) gain of powerful codes by “transmitter precoding” techniques, sometimes called “DFE in the trans-
mitter” [36]. This type of precoding is used in the new V.34 high-speed (28.8-33.6 kb/s) telephone-line mo-
dem standard. The upshot is that, with precoding, capacity can now be approached as closely on a general
linear Gaussian (ISI) channel as it can be on an ideal (zero-ISI) channel [37].

In summary, at least two practical equalization methods are known that can approach the capacity of gen-
eral linear Gaussian channels: multicarrier modulation, or single-carrier modulation with transmitter precod-
ing.

Thus at least for linear Gaussian channels, we are very close to practical achievement of the performance
that Shannon promised nearly 50 years ago. Is it therefore time to say “Problem solved” and move on to other
things? I doubt it.

Observe how much of this progress has been achieved only recently – e.g., in trellis codes, group codes,
turbo codes, algebraic geometry codes, and precoding. I doubt that it has been fully digested. In particular, we
are still far from a fundamental understanding of the new code construction and decoding methods that seem
to be embodied in turbo codes, nor have we fully exploited the promise of multilevel codes and multistage
decoding. Moreover, every two years the boundary between “feasible” and “infeasible” advances by another
factor of two.

Indeed, I believe that in 30 years we will look back with nostalgia at the current era and say: “That was
a golden age.”

I would like to conclude by saying what a pleasure it has been to have this field as my professional home.
It is rare good luck to be in a field in which elegant theory is motivated by practical problems and so often
leads to practical advances. Indeed, as I have already said, I believe that research based on hard metrics of
performance and complexity often yields the best theory as well as the best applications.

It is also rare good luck to work in such a collegial, mutually supportive field in which there is a minimum
of unproductive competitiveness and a maximum of joy in shared achievement. I believe that this collegial
culture springs in part from the unusual history and focus of our field, and in part from the character of the
first generation of researchers, who established its ethic. I could wish nothing better for future generations
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of information theorists than that this culture be preserved.
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