
Recommendation for the 2006 IT Society Paper Award

June 5, 2006

To:  Board of Governors of the IT Society

From: Bixio Rimoldi, Chair IT Society Awards Committee

A. Committee Membership

Babak Hassibi, Ralf Koetter, Eiji Okamoto, Amin Shokrollahi, Yossi Steinberg, Wojtex 
Szpankowski, Ruediger Urbanke, Andreas Winter, Marc Fossorier (ex officio, Second 
Vice President), Bixio Rimoldi (ex officio, First Vice President)

Giuseppe Caire (initially also a member) did not participate to the deliberations since he 
was co-author of a nominated paper. 

B . 2006 IT Society Paper Award

From the Bylaws: 

The Awards Subcommittee shall submit to the Board a list of up to three selected nomi-
nations for the Information Theory Society Paper Award at least three weeks in advance 
of the first Board meeting following June 1st of the award year, and shall enclose a ra-
tionale for each nominated paper explaining its contributions to the field. The Board 
shall then vote for the nominees by ballot, conducted by the Society President or desig-
nee at the first Board Meeting following June 1st of the award year.  The paper receiving 
the highest total number of votes in the balloting shall be declared the winner of the In-
formation Theory  Society Paper Award.

C.  Recommendation

The committee recommends that the 2006 IT Society Paper Award for papers appearing 
during 2004 and 2005 be given to:

A. Orlitsky, N. P. Santhanam, J. Zhang, "Universal Compression of Memoryless Sources 
Over Unknown Alphabets" IEEE transactions on Information Theory, Vol 50, No. 7, pp 
1469-1481, July 2004.



This paper is a tour-de-force that develops a theory and an algorithm for the compres-
sion of patterns seen as a steppingstone to compress i.i.d. sources when the alphabet 
size is large compared to the length of the sequence. 

D. Procedure and Deliberation Highlights

In a first phase, each committee member wrote a supporting statement for (at least) a 
paper and then each member was given 20 points that he could distribute in any de-
sired way among the nominated papers. The goal was to reduce to 4 the number of pa-
pers that would receive further consideration. The 4 papers we retained (all of which are 
from the IT Transactions) and the number of points they received are

71 points: Orlitsky et al.

48 points: Guo et al., "Mutual Information and Minimal Mean-Squared Error in Gaussian 
Channels", April 2005

22 points: Weissman et al., "Universal Discrete Denoising: Known Channel", Jan 2005

20 points, El-Gamal et al., "Lattice Coding and Decoding Achieve the Optimal Diversity-
vs-Multiplexing Tradeoff of MIMO Channels", June 2004

Some email discussion prepared the conference call at in which 9 of the 10 members 
participated. Due to the overwhelming support received by Orlitsky et al. and Guo et al., 
during the conference call it was decided to focus the discussion on them.  The sum-
mary of the arguments made for these two papers are: 

Orlitsky et al. poses and solves an important engineering problem. Specifically, it intro-
duces the concept of patterns as an intermediate step to compress sequences that take 
value over an arbitrarily large (even unknown) alphabet, it studies the problem of pattern 
compression, it establishes several connections between patterns and celebrated re-
sults (Bell number, Stirling number, results from Hardy and Ramanujan on the number 
of integer partitions), and it derives a linear time algorithm to compress i.i.d. patterns 
with diminishing redundancy. The paper is beautifully written and the "momentum" is 
constant throughout the paper. It reports profound contributions of what appears to have 
been a long-term plan. Guo et al. makes a connection between mutual information and 
minimum mean squared error for Gaussian channels. The climax of the paper is 
reached when the scalar case is derived. A significant part of the rest of the paper is de-
voted to alternative proofs and generalizations, attesting to the author’s breadth and 
depth in this and related areas. Among the points in favor of Guo et al. are the fact that 
the relationship is simple, clean, and final: most likely it will find its way into books. 



The final vote led to the following result which indicates a clear preference for Orlitsky et 
al. (9 members voted, each had 10 points to assign):

Orlitsky et al: 66 points

Guo et al:  24 points

A. Appendix: Nomination Statements For The Two Finalists. 

A. Orlitsky, N. P. Santhanam and J. Zhang 

‘’Universal Compression of Memoryless Sources Over Unknown Alphabets' by, 
IEEE Transactions on Information Theory, Vol. 50, No. 7, pp. 1469-1481, July 2004 

Nomination by S. Diggavi

This is a letter in support of  nominating `Universal Compression of  Memoryless Sources 
Over Unknown Alphabets' by A. Orlitsky, N. P. Santhatnam and J. Zhang, for the Informa-
tion Theory Society paper award.
The classical setting of universal compression is one in which the data source has a known 
(fixed) alphabet, but its distribution is only known to belong to a class of distributions.  The 
central question in this setting is how  well can an encoder, upon observing a long sequence 
of source letters, perform in comparison to an informed encoder that knows that source sta-
tistics. The celebrated results of the theory study the performance loss incurred by a uni-
versal encoder as a function of  the length of the sequence observed and this is called the 
redundancy of the universal source coder.  Implicit in this setting is the assumption that the 
source alphabet size is small (in fact fixed) compared to the length of the sequence; indeed, 
the canonical example kept in mind is that of a binary source.
The classical results in this line of  work include the celebrated works of  Lempel and Ziv 
(1977) as well as Willems, Shtarkov and Tjalkens (1995) among others. Therefore, both the 
theoretical bounds on redundancy as well as efficient (polynomial time) online algorithms to 
achieve them have been developed for the case of fixed alphabet size.
The practice of  universal compression, however, may take place in situations where the al-
phabet size is large compared to the sequence length: in a mega-pixel image the alphabet 
size is 16 million whereas the sequence length is one million.  A theorists immediate instinct 
in studying large alphabets would be to consider the case of an infinite alphabet, but the 
classical theory applied to such a scenario quickly gives a discouraging result: the redun-
dancy of a universal encoder is typically infinitely large (Kieffer, 1978). One would be 
tempted to conclude that there is nothing too interesting to do in this setting; one could, as 
has been done, try to find conditions under which the infinite redundancy does not occur, 
but these tend to be unnatural, and appear contrived.
The remarkable insight of this paper is to pin down the cause of the unbounded redundancy 
as the cost incurred in "describing the alphabet", and then concentrate on describing a se-
quence "modulo its alphabet" which is termed its `pattern':  any sequence can be described 
by first conveying its pattern (i.e., telling if  the kth source letter is new, and if not, to which 
previous letter it equals), and secondly describing the correspondence between the new  



letters and the source alphabet.  Indeed, any description of  a sequence has to implicitly in-
clude these two descriptions.
The paper shows that the cause of infinite redundancy for infinite alphabets is the second of 
these two descriptions, and then concentrates on the compression of patterns.  In a tour-
de-force, it lays out an extremely readable theory of universal pattern compression. In ap-
plying the theory to the compression of patterns induced by memoryless sources, the paper 
leverages on deep combinatorial results like the number of partitions of  an integer by Hardy 
and Ramanujan (1918). Using these deep connections to classical mathematics the authors 
are able to give tight upper and lower bounds to the redundancy.  In doing so, the authors 
have shown the suprising result that the redundancy in compressing patterns grows sub-
linearly in the sequence length and therefore the per-symbol redundancy diminishes. This 
means that asymptotically, patterns of i.i.d. distributed sequence with even an infinite al-
phabet can actually be represented optimally even when the underlying probability distribu-
tion is unknown. This answers in a beautiful and complete way some of  the basic questions 
about universal compression with infinite (or unknown) alphabets.
These results in itself  constitute a significant progress on a difficult open problem. However, 
the authors go further by developing efficient algorithms (both block and sequential) for uni-
versal pattern compression. These algorithms are intimately connected to classical prob-
ability estimation for unknown alphabets (such as those developed by Good and Turing dur-
ing World War II). In a separate paper (which appeared in Science, Oct. 2003, pp 427-431), 
the authors use the insights from this paper to construct efficient probability estimation algo-
rithms that can provably outperform Good-Turing estimators in terms of redundancy of the 
estimators. Given the history associated with the Good-Turing estimator, this is indeed an 
impressive result. 
Therefore, the ideas in the paper have an impact not only on questions of  data compression 
but also algorithmic questions related to probability estimation.
In sum, this is a refreshingly original, unusually readable, and technically brilliant paper that 
points out a new  direction on thinking about universal compression.  It is amazing to see 
how  far the authors can develop the "the description of  the alphabet is the culprit" insight in 
a single paper.  It richly deserves recognition.

  

Dongning Guo, Shlomo Shamai and Sergio Verdu 
"Mutual Information and Minimal Mean-Square Error in Gaussian Channels"
IEEE Transactions on Information Theory, Vol. 51, No. 4, pp. 1261-1282, April 2005.

Nomination by Moshe Zakai

The central contribution of the paper (GSV) reveals what is sure to become a classical re-
sult connecting central notions in information theory to those in estimation theory, namely 
Mutual Information (MI) and Minimum Mean Square Error (MMSE) in additive Gaussian 
noise channels. The beautiful relation derived in GSV is not only elegant, but rather surpris-
ing in its simplicity. It holds in remarkable generality for discrete-time, continuous-time, sca-
lar and
vector channels. It follows from first principles and it is surprising that it has not been dis-
covered till now. The different proofs provided in the paper shed light on different aspects of 
the bond between the two theories.

GSV also presents a wide scope applications and implications of the central formula. This is 
best exemplified by a surprising formula that explicitly connects filtering and smoothing 
MMSEs for general continuous time processes observed in white Gaussian noise. This is a 



key result in nonlinear filtering which none of us working in that field had suspected and 
which, interestingly, has been shown by information theorists using information theoretical 
methods. To demonstrate the striking generality of this application it is adequate to mention 
that even for the simple Markov Random Telegraph process, twenty years have passed
between the work of Wonham (1965) who reported the filtering MMSE expression and the 
work of Yao (1985) who developed the smoothing counterpart.

In addition to the basic MI-MMSE relationship and the causal/noncasusal filtering formula, 
GSV comes up with new MMSE representations for information measures (entropy, differ-
ential entropy, mutual information and divergence). These expressions enhance considera-
bly the insight into these basic notions and their connection to estimation theory.

In the brief time span since its appearance, GSV has led to quite a few follow-ups. Those I 
am aware of are:

1. Using a different derivation based on Malliavin calculus I have derived relations between 
the likelihood ratio and the noncausal mean square error and applied it to extended the ba-
sic formula to abstract Wiener spaces [Zakai, IT 2005].
2. Interpretations for divergences and applications to rates in non-Gaussian additive noise 
channels [Binia, IT 2006].
3. Simple proof of Shannon’s entropy power inequality [Verdú-Guo, IT 2006] and generali-
zations [Guo-Shamai- Verdú, 2006].
4. Generalization of waterfilling for nonGaussian inputs [Lozano-Tulino- Verdú 2005].
5. Counterparts in Poisson regime and nonGaussian additive noise [Guo-Shamai- Verdú, 
2005].
6. Gradient generalizations [Palomar- Verdú, 2006].
7. Discrete-channel counterparts [Palomar- Verdú, 2006].
8. Monotonicity of differential entropy of sums of independent random variables [Tulino-
Verdú, 2006].

Other works motivated by GSV have been pursued in diverse areas but those fall outside 
my sphere of expertise. I am confident GSV will continue to provide inspiration for other re-
lated endeavours.

The GSV paper is a most deserving candidate for an IT paper award and I nominate it with 
enthusiasm.


